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1 INTRODUCTION 2

1 Introduction

In many areas of scientific computing, a certain physical domain is discretised by way
of a regular mesh. This discretisation provides a new domain on which a computational
method can be implemented, like numerically solving partial differential equations using
the finite difference method. The computational method calculates a new value at each
point based on the values of other points around it. These other points may be arranged
in any form, and this form is called a stencil.

This paper takes over the setting of [BU25| into the 3-dimensional case. As such it deals
with a 16 x 16 x 16 regular mesh with integer coordinates which we denote by {0, ..., 15}?
and the so-called seven-point 3D stencil. This stencil simply updates the value of a point
using its current value and those of the six neighbouring points with distance one to it.

/
Figure 1: Seven-point 3D stencil [Wik25].

For a parallel computation method one partitions the mesh into eight equally large con-
nected parts, and each part gets assigned to a different processor of a parallel computer.
The objective is to minimise the total number of neighbours of each of these parts, which
is called the communication cost C'. This is because if the neighbours of a point are
divided over different parts, the data necessary for the computation of this point has to
be transferred between processors, which results in slower performance.

Thus, the problem boils down to the following: given the mesh {0, ...,15}3 we want to
find a partition of eight connected parts, each with 163/8 = 512 points, such that the
total number of neighbours of all these parts is minimised. As stated in [BU25, Chapter
1], the parts are required to be connected for three reasons: most applications make use
of only connected parts in a partitioning, a connected part often has a more optimal form
(i.e. has less neighbours) than a disconnected part, and imposing connectedness makes it
easier to prove theoretical results.

Mimicking the approach of [BU25| we first consider a single part V' and regulate the
number of borders of the mesh it touches, which we denote by T'(V). For each case
T(V) =0,...,6, we find lower bounds on the number of neighbours of V' by deriving
isoperimetric inequalities, and upper bounds by computationally deriving solutions using
an integer linear program (ILP) solver in Gurobi. We also find an upper bound on the
communication cost using an ILP as well as a Breadth First Search (BFS) algorithm and
improvements on the ILP and BFS using a Local Search (LS) algorithm. Unlike what has
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been done in [BU25|, we have not managed to combine the lower bounds in individual
cases to derive a non-trivial lower bound for the entire partitioning, mostly because of the
weak lower bounds for the cases T'(V') = 4,5, 6.

Applications of stencil computations abound in scientific computing, mostly due to the
prevalence of partial differential equations in many different areas of science. One such
application is modelling fluid dynamics, for instance in climate models. Most of these
models will of course be in three dimensions, hence the relevance of this research. In
addition, an important difference between the partitioning of a 2D mesh as studied in
and the partitioning of a 3D mesh as studied here is the difference in the volume-
to-surface ratio of a part. After all, in 3D this ratio is significantly smaller, which implies
that the effect of communication cost on the runtime of a 3D stencil computation is
significantly larger than in 2D. Hence, minimising communication cost becomes even
more important in 3D stencil computations.

Figure 2: A partition of the 16 x 16 x 16 mesh into eight connected parts with C' = 1295.

2 Background and Theory
This paper builds on the results of [BU25|, [BL91] and [WW77|. The authors of [WW77]

were the first to prove isoperimetric inequalities, specifically for the Cartesian products of
nonnegative integers and integers, I and I,,, with dimension n. The authors prove that
there exists a linear ordering of the points in [T and I,, such that the first j points in this
ordering are a configuration that minimises the number of boundary points among sets
of size j. The authors call this linear ordering of points in I,;" and I,, standard spheres. A
standard sphere X; of size j consists of a sphere S,,,, of & < j points whose coordinate
magnitude sum is m or less and a shell T, ,, of j — k points with coordinate magnitude
sum m+ 1 for which the numbers are bigger than a certain number in the usual numerical
ordering. For points with equal coordinate magnitude sum in I,,, the authors associate
a 2n digit number to each point and order these points from large to small. The 2n
digit number is constructed as follows: the left-hand-most n digit numbers describe the
orthant in which the point is found and the remaining digits are the magnitudes of the
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coordinates. The ith orthant digit is one if the (n — i + 1)st component of the point
is strictly positive and zero otherwise. To illustrate this ordering, the authors list the
first thirteen points in two dimensions, each with the associated four digit number listed
beneath it, see figure [3|

00 01 10 -10 0-1 11 -1+1
0000 1001 0110 0010 0001 1111 1011
02 20 1-1 -20 -1-1 0-2
1002 0120 0111 0020 0011 0002

Figure 3: The first thirteen points in two dimensions, each with the associated four digit
number listed beneath it. Taken from [WWT77].

For certain sizes j, standard spheres consist only of a sphere S, ,,, also referred to as
a core, but in general standard spheres differ from a core by a shell T}, ,,. In [WW77,
Corollary 3| the authors prove a formula for the size of the n-dimensional boundary of a
standard sphere X of size j in IF, which is denoted by 6,,(X;). The corollary states the
following which we state as a lemma.

Lemma 2.1. Define dy(j) = 0 for all j and 6,,(j) = |0,(X;)| where X; is a standard
sphere of size j in I7. Let s = | Sy m| be such that s < j < |Symi1|. Then we have

0,(J) = 0n(s) + 0p_1(J — ).
Proof. See [WWT7, Corollary 3]. O

Furthermore, from [WWT7, Section 5| we have the following equations for a core S, ,, in
7 which are of use when using Lemma [2.1}

_ (” ‘T;m> » 0n(Sum) = (Z;r”f) , (2.1)

In this paper we are mostly interested in the case where n = 3, and so in the 3D boundary
d3(V) of a part V. To be consistent with the notation in [BU25| however, we will most
often denote this quantity by R(V).

|Sn,m

The main result of [WW77] directly shows that a standard sphere of size j = 512 in I is
optimal for 7'(V') = 3 and a standard sphere of size j = 512 in I3 is optimal for T'(V') = 0,
see figures 4| and [5| respectively. Note that these parts are not necessarily unique since one
could have defined a different ordering to construct the standard spheres. Furthermore,
using this result for 7(V) = 0, we can derive a lower bound for T'(V) = 1 (see section
3), where a lower bound L in this context means that a part with T(V) = 1 of size
512 has at least L neighbours. In fact, every solution that one finds for a part with
T(V)=k,k=0,1,...,6 of size 512 is an upper bound on the least amount of neighbours
of a single part with T'(V') = k of size 512. We refer to a part with the least amount of
neighbours possible as an optimal part. For the other cases we were not able to derive a
strong enough lower bound, but we have managed to derive strong upper bounds using
the Gurobi optimiser, see section [4]
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Figure 4: A plot of the standard Figure 5: A plot of the standard
sphere of size j = 512 in I . sphere of size j = 512 in I5.

To find results for lower bounds for T'(V)) = 4,5,6, we use the results of [BLI1|. The
authors of introduce ¢-compression and down sets. In our case we often speak
of z-, y- and z-compression since we are working in three dimensions. Compression is
fairly intuitive, the operation z-compression takes a part V' and moves all points in V'
as far as possible towards the (0,y, z)-plane. The operations y- and z-compression are
defined similarly. Using this, a down set V., is a set with the following property:
for any point (z,y, z) in Vi, and (2,y/,2') any point in {0,...,15}3, the inequalities
< xy < y,Z < zimply that (2/,y,2') is in Vipwn. Equivalently, a set that is
compressed in all directions is a down set [BLI1], Section 1|. To make this set unique we
will define the down set V., as the set V which is first compressed in the z-direction,
then the y- direction and lastly the z-direction. In [BU25|, the authors also make use of
this to obtain results for T'(V) =4 in 2D.

3 Lower bounds

In this section we derive lower bounds for the number of neighbours R(V') of a single part
V with T(V) = 0,...,6. We will use the Manhattan norm |z| = 3_7_, |7;|, for a point x
in I;7 or I,,. Most of the notation we use is from [WW'T], where the following definitions
were used for It :
Snm = {z €I} : x| <m},
Tom ={z €I} |z =m+1},
0n(Q) :i={r e I{\Q:3q e, |z —q| =1},
On(t) == [0n(Q)|, where @ C I? is a standard sphere of size t.
For I" we will add the following definitions:
Shm i ={r e I": x| <m},
T, ={z e I": |z| =m+ 1},
0 (Q):={xel"\Q:3qeQ,|r—q| =1},
o (t) :=10/(Q)|, where @ C I" is a standard sphere of size t.
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We call T}, ,, the (m + 1)st shell.

We begin with the cases T' = 2,3 because these are very similar to each other and form
a good baseline for the other cases.

3.1 CasesT =2,3

One of the results from [BLI1| showed that compression might reduce the number of
neighbours of a part and in any case does not increase it. We will make a slight modifi-
cation to their result; we prove it in the space {0, ..., 15}* instead of I"'. The proof of the
lemma is strongly inspired by the proof of Lemma 3.11 in [BU25].

Lemma 3.1. Let V C {0,...,15}3 be any part and denote its z-compression by V.. Define
x- and y-compression similarly. Then R(V) > R(V.). The same statement holds for V,
and V.

Proof. Assume without loss of generality (w.l.o.g) that we will be compressing along the
z-axis. Define b; ; as the number of points in column ¢;; = {(i,7,2) : 0 < z < 15}.
Define n;; as the number of neighbours of a part V' in column ¢; ;. Define b;; = 0 if
(i,7) ¢ {0, ...,15}2. Then for a part V the following holds:

ni; > max{bi_1; — bij, bit1; —bij, bij1 —bij, bijr1—bij, min{b;;, 15 —b;;,1}}.

The last term takes either the value 0 if a column is full or empty and takes the value 1
otherwise. For V, this lower bound attains an equality.

Now we need only show that V, is connected to show it is also a part. Indeed, since V
is a part and hence connected there exists a path from v to v’ for all v,v" € V. Assume
this path passes through the columns ¢y, ¢s, ..., ¢, and consider the bottom points of these
columns. Then when the compression operation is applied, those bottom points create a
path along the bottom layer of V.. Since v and v" were arbitrary, this means there exists
such a path for any two columns in V.

Now consider two points w,w’” in V,. Because of the compression operation, both w and
w’ are connected to the bottom layer of V, and each two columns in V, are connected via
the bottom layer. Hence V, is connected. ]

An important consequence of this lemma is that R(V) > R(Viouwn), and we will use this
result in this section as well as in the cases for (V) = 4,5,6. Returning to the case
T(V) = 2,3, we proceed as follows. Note that there are two different ways in which a
part V' can have T'(V) = 2,3: the borders are either adjacent or opposite each other. In
the first case, V is effectively a part in I?, so we can use Lemma for an expression of

R(V).

Lemma 3.2. Let V be a part of size |V| = 512 and T(V) = 2,3 such that the borders
that V' touches are adjacent. The number of neighbours of V' is bounded from below by

R(V) > 117.

Proof. Because V' touches adjacent borders, we may assume that V' only touches the
borders (0,y, z), (z,0, 2), and in the case of T'(V) = 3 also the border (z,y,0). As such,
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we can view V as a subset of I?, and therefore we have R(V) > d5(512) as defined in
Lemma [2.1] Recall from equation [2.1] that we have the following equalities:

_[(n+m _(n+m
|Sn,m|—( m ), and 5"(Sn’m)_<m+1)'

Using Lemma , this yields 455 = |55 12| < 512 < |S313|, whence

53(512) - 53(53712) -+ 52(57)
= 105 + 8,(57).

Furthermore we have 55 = |Sa 9| < 57 < |S2,10/, SO we obtain

§3(512) = 105 + 6,(57)
=105+ 11 4 6,(2) = 117.

Here in the last line we have used that 6,(¢) = 1,V¢ € N. Thus we can conclude that
R(V) > 117.
O

In the case where V' touches two opposite borders, we have the following lemma which
proves a lower bound for R(V).

Lemma 3.3. Let V' be a part of size |V| = 512 and T(V') = 2 such that V' touches two
opposite borders. The number of neighbours of V' is bounded from below by

R(V) > 114.

Proof. Assume the touching borders are the levels for z = 0 and z = 15. We denote the
number of points in V' neighbouring the top border by n. If we remove that border for
a moment, by the same reasoning as above the number of neighbours without the top
border R'(V') is bounded from below by that of a standard sphere in I3 with size 512, i.e.
R'(V) > 117. Placing the border back we see that R(V') > 117 — n, decreasing in n.
However, we can find a second expression for a lower bound. Assume the number of
points n touching the top border is less than or equal to the number of points touching
the bottom border. By Lemma [3.1] we may assume that V' has been z-compressed so
that there are n dense columns in V, all of which only touch a border at its top and
bottom. Therefore at every z-level the number of neighbours to V' is at least the size of
the boundary d5(X,,) of a standard sphere X,, in I? of size n. Hence we have

R(V) 216 - 65(n),

increasing in nm. Observe that for small n we have 16 - [05(X,,)| < 117 — n. The two
expressions cross each other after n = 3:

16 - 04(3) = 112 < 114 = 117 — 3,
16 - 04(4) = 128 > 113 = 117 — 4.

We therefore obtain a lower bound at n = 3, and we can conclude that R(V') > 114.
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The case remains where T(V) = 3 and V touches two opposite borders, with the third
one in between. The proof is similar to the one of Lemma [3.3]

Lemma 3.4. Let V' be a part of size |V| = 512 and T(V') = 3 such that V' touches two
opposite borders. The number of neighbours of V' is bounded from below by

R(V) > 111.

Proof. Assume one of the opposite borders is at z = 15 and denote the number of points
in V' touching this top border by n. By the same reasoning as before we have a lower
bound of R(V') > 117 —n. Moreover, we can find a second expression for a lower bound of
R(V) as follows. Given n dense columns in V', at every z-level the amount of neighbours
of V' is at least that of an optimal 2D part W,, of size |W,| = n with T(W,,) = 1 as
described in [BU25, Lemma 3.7]. This implies that R(V) > 16 - |R(W,,)|, increasing in
n. A computation using the formula for R(W,,) proved in [BU25, Lemma 3.7| shows that
the two expressions for lower bounds of R(V') cross each other after n = 6:

16 - R(Wg) = 96 < 111 = 117 — 6
16 - R(W;) = 112 > 110 = 117 — 7.

We therefore obtain a lower bound at n = 6, which yields R(V') > 111. O

3.2 CaseT =0

As mentioned in section , it was proven in [WW77]| that standard spheres in both /7 and
I™ have a minimal number of neighbours out of all sets with the same size. The authors
also gave a formula which can be used to directly calculate the number of neighbours for
a standard sphere in I} (see Lemma . However, they did not give such a formula for
standard spheres in I™. Our goal here is to do exactly that. We will use the notation
defined in the beginning of this section , and we will introduce some more notation,
but before we do, it is important to understand the order in which points are added to
standard spheres in I”. This order is explained in section [2| In particular, the order of
the orthants is used in our notation. For any 1 < i < 2", we will define O; C I™ to be
the 7th orthant to which points of a certain shell are being added in standard spheres.
In other words, when considering the first n digits of the 2n-digit number corresponding
to O; shown in figure [3] there are exactly i — 1 n-digit binary numbers that are greater.
Then, let p; € {0, ...,n} denote the number of strictly positive coordinates for any point
in OZ
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Figure 6: A standard sphere in I? where n = 2.t = 30,m = 3,1 = 2. The orthant
O, which comes before O, has all its neighbours in the fifth shell. O, contains both
neighbours in the fourth and in the fifth shell. And the orthants O3 and O4 have all their
neighbours in the fourth shell.

Before we start working towards proving Theorem which provides a formula on the
amount of neighbours of a standard sphere in [, of size t, we will develop some intu-
ition. It can be seen in figure [0 that all neighbours of a standard sphere are in either
the (m + 1)st or (m + 2)nd shell. Moreover, for all orthants up to a certain point, the
neighbours in these orthants are exactly the points in the (m + 2)nd shell. Then follows a
unique orthant that contains neighbours in both the (m + 1)st and (m + 2)nd shell. And
in all orthants after that, the neighbours are exactly the points in the (m + 1)st shell.
The unique orthant that contains neighbours in both the (m + 1)st and (m + 2)nd shell
is always the orthant to which the last point was added, i.e., the unique point that is not
contained in the standard sphere of size one less. We will give this orthant the index [.
These observations are good reason to count the neighbours per orthant, distinguishing
between orthants before the [th orthant, orthants after the [th orthant, and the [th or-
thant itself. We will now formally introduce some variables and show some results.

Let t,n be any positive integers and let () be a standard sphere in I™ of size t. Let
m € N such that |5}, | <t < [S] ,,,]. This way, we have S, C Q C S, ;. Since
Shm C Q, we have 6, (Q) N'S;,,, = 0, and since Q C S},,,,,, we have 6,,(Q) C S}, .10
Combining these two facts gives

5(Q) C Ty UTh i (3.2.1)

We will now define the index . If @ = S] ,, let [ = 0. Otherwise, let [ be equal to the
largest integer 4 for which O; N T}, ,, N Q # 0. Since the (m + 1)st shell of O; contains
points of @, it follows that for all ¢ < [, the (m + 1)st shell of O; is contained in ). And

since [ is the largest integer satisfying O; N7}, N Q # 0, we get that for all 7 > [, the
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(m 4+ 1)st layer of O; is disjoint with Q). Note that this is also true if [ = 0. We have

Q N Ol = S;’erl N Ol for i < l, (322)
S;L,m N Oz Q Q N O, g_ S’:L,m—i—l N Oz for i = l, (323)
QNO; =S5, NO; for i > 1. (3.2.4)

One example can be seen in figure [ As said before, we will distinguish between three
cases. We will start counting the neighbours in orthants before O;.

Lemma 3.5. Fori <1, we have 6,(Q)NO; =T, .., NO;.
To T

02 01 02 Ol
L
00
(X X | (][®)
o0 ®  — U ‘ » L1
o0
[ ]

O3 Oy O3

Figure 7: On the left is again a standard sphere in I? with n = 2,¢ = 30,m = 3,1 = 2.
For any point in O; NT; 4, we can easily find a point in @ of unit distance. On the right
is a standard sphere in I? with n = 2,t = 2,m = 0,1 = 2. If we want to decrease one of
the coordinates of the point (1,1) € O; to find a point in @), we have to choose the first
coordinate.

Proof. By equation (3.2.1)), we have 6,,(Q) N O; C (T}, UT, ,..1) N O;, but by equation
(3-2.2), T}, ,,, N O; is contained in @, which means that there can be no neighbours there.
This means that 6,(Q) N O; C T} .., NO;.

For the other direction, let x € T ., N O;. In order to prove that x € §,(Q), we
want to find a point ¢ € @) a unit distance from z. Since @) contains the (m + 1)st shell
of O;, this seems straightforward. Indeed, if  contains a coordinate not equal to zero or
one, we can simply decrease the magnitude of this coordinate by one to find a point in
1} ., N O; C Q, which means that x € §,,(Q) N O;.

However, the other scenario, which is the one where all coordinates of x are equal to
either zero or one, is a little more complicated. If we want to find a point ¢ € @) of unit
distance from z, ¢ would have to be in the (m + 1)st shell. This means that one of the
l-coordinates of x has to be changed into a 0 to get q. (Note that x always contains a
coordinate equal to 1. Else we would have x = (0,...,0) which is a point in Ogn. This
is impossible, because i < [ < 2".) However, this means that ¢ is in a different orthant
than z, say Oy. And if i’ > [, then it follows that ¢ ¢ @, which is not what we want.
So to ensure that ¢ is in (), we want to make sure that ¢ is in an orthant with lowest
possible index, which means that, when going from = to ¢, we need to change one of the
earliest coordinates of x. Let j € {1,...,n} be the lowest integer for which z; = 1. And
we define ¢ € Oy to be equal to x —e; = (0,...,0,0,2;41,...,2,). It follows from the



3 LOWER BOUNDS 11

definition of the orthants that for all indices in between i and ', the last n — j coordi-
nates are the same as in O;, and the first 7 — 1 contain at least one positive coordinate.
As a result, the number of positive coordinates for points in these orthants is at least
(D k—js12k) +1=(m+1)+1=m+2. This means that i’ is the smallest integer greater
than ¢ satisfying py < m+1. Using the definition of [, we have T}, , NO; # (), which means
that p; < m + 1, so we have i' < [. If i’ <[, we have {¢} = 5], ,,,, N0y C Q. If i’ =1,
then {¢}NQ = (T,,,,NOy)NQ # (. Either way, ¢ € @, which means that = € ¢/, (Q)NO,;.
Since this is true for all z € T}, ., N Oy, we have T}, , ., N O; = 6,(Q) N O;. O

We now focus on the orthants after O;.

Lemma 3.6. Fori > l, we have 6,(Q)NO; =T, , N O;.

o

Os O
[ ]
00000
0000000
o0e® U
[ X
@ o
O

$

Figure 8: A standard sphere in I? where n = 2,t = 30,m = 3,1 = 2. For any point in
O3 NT; 5, we can easily find points in @ of unit distance. But for points in O3 N7}, this
is impossible.

Proof. By equation (3.2.1), we have §,(Q) N O; C (T}, UT} .,1) N O;. We will prove
that all points in the (m + 1)st shell of O; are neighbours of @), and that no points in the
(m + 2)nd shell of O; are neighbours of Q.

First, let z € T} ., N O;. Assume that there exists ¢ € @ a unit distance from z. Since
x is in the (m 4 2)nd shell, ¢ must be in either the (m + 1)st or (m + 3)rd shell. Since
q € @, ¢ must be in the (m+ 1)st shell, and by equation ([3.2.4)), ¢ cannot be in an orthant
that comes after the /th orthant. In other words, ¢ € T} ,, N Oy with i' <1 <. So ¢
is in a lower shell than x and in a different orthant. The only way to achieve this, is if
the unique coordinate that differs between ¢ and z, say, the jth coordinate, was changed
from one to zero, i.e., z; = 1 and ¢; = 0. However, this means that ¢ is in a later orthant
than x, which is a contradiction. We conclude that no such point ¢ exists, and that
(T} s 10N 8,(Q) = 0.

Now, let z € T, ,, N O;. By equation (3.2.4)), ¢ Q, and since ¢t > 0, we have m > 0,
which means that = # (0,...,0). This means that x has a non-zero coordinate. We can
decrease the magnitude of a non-zero coordinate of x by 1 to find a point ¢ in the mth
shell of unit distance from x. Since T}, ,,,—1 C @, it follows that ¢ € @), which means that
x € 60,(Q) N O;. This is true for all w € T}, ,, N Oy, s0 Ty, N O; C 6,(Q)NO;.

Combining these results gives 9, (Q) N O; =T, , N O;. O

For the case where ¢« = [, our strategy will be to use a bijection between on the one hand
O;NQ, and on the other hand a standard sphere in I'!. We will use the following function
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for this:
fi:Op = IV (xq,...,2,) = (27, ..., 2,), where

, {xj—1 if ;> 1,

IJ — .
—T; if z; <0.

And its inverse
I = O (2, m,) — (2, ..., 2),), where

, {xj + 1 if the jth coordinate of points in O is positive,
€T. =

—T; if the jth coordinate of points in O; is non-positive.

It is clear that these functions are inverses. Now we want to show that f,(O; N Q) is
a standard sphere. Using , we get that @ N O; = (S;,,, N O;) UU, where U is a
non-empty subset of T , N O;. To find the image of @N Oy, note that any point in the jth
shell gets mapped to a point in the (7 — p;)th shell, because every positive coordinate gets
decreased by one. It follows that fi(O;NQ) = fi(S;,,,,NONU fi(U) = Spm—p U fi(U) with
fitU) C Ty m—p,- To see that this is a standard sphere in I, note that U consists of the
|U| points in T, N O; where the lexicographic order of the magnitude of the coordinates
is highest. The function f; does not change this order. To see this, we give an example.
The points of T3 ;N O, are ordered (—4,1)(—3,2)(—2,3)(—1,4)(0,5). When we map these
points to 753 using fa, we get the points (4,0)(3,1)(2,2)(1,3)(0,4), which is still in the
right order. So f;(U) consists of the |U| points in 7}, ,,—,, where the lexicographic order
of the coordinates is highest. This means that f;(Q N O;) = Sym—p, U fi(U) is a standard
sphere. This is very useful for counting neighbours in O;. The idea is as follows: First we
map ¢ N O; to IT using f;. Then we find the neighbours in I7, of which we know how
many there are by Lemma (which is corollary 3 from [WWT77]). Lastly, we go back to
O, using fl_1 to find the neighbours of @) in O;.

Lemma 3.7. Fori =1, we have §'(Q) N O; = £, (6,(f1(QNOy))).

To

Figure 9: On the left is the standard sphere Q in I? where n = 2,t = 30,m = 3,1 = 2.
The points in QN Oy are in yellow and the neighbours in Oy are also shown. On the right
is a standard sphere in I? with n = 2,¢ = 8,m = 2 = 3 — p,. This is the image of Q@ N O,
under fs.
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Proof. Let x € f71(8,(f,(QNOy))). This means that f;(z ) € 0,(f1i(QNOy)), so there exists
q€ fil@n Ol) with | fl( )—q|l = 1 Since the function f;' does not change distances, we
have |z~ £ @) = [, (h(x)) — i '(0)] = () — 0] = 1. We can wse g € (@101 to
get that £, '(q) € £, (fil@QN Ol)) QN O, sox € (Q). Since z is in the codomain of
£, which is Oy, we now have z € ¢/,(Q)NO,. This is true for all z € £, (5,(f(QNOY))),

so fi (0. (i@ D)) C 6,(Q) N O

For the other direction, we will take a point from outside of f; (5, (f,(Q N O;))) and
show that it is not in 4,,(Q) N O;. All points in @) are definitely not in &/ (Q) so we only
have to focus on points outside of Q. Let x € (O;\ Q) \ f; ' (6.(f1(Q N O;))). We cannot
have x € S, because S, C Q. Assume that x is in the (m + 1)st shell of O;. Since
S}, m N Oy is non-empty, we can find a point ¢ € S, ,, N O; with |z — ¢| = 1. This means
that fi(¢) and fi(«) will be a unit distance from each other in /7. We have ¢ € Q@ N O,
and = ¢ Q N O, which means that fi(¢) € fi(Q N O;) and fi(x) ¢ fi(Q N O;). It follows
that fi(z) € 6,(fi(Q N O;)), which means that z € f,(5,(f,(Q N O;))), a contradiction.

What remains is the case where |z| > m + 2. Assume that there exists ¢ € @ with
|t —q| = 1. Again, if ¢ € O;, we can use the same logic as before to find that
z € f; 1 (0,(f1(Q N Oy))), which is not the case. If ¢ ¢ O;, we can use the same argu-
ment that we used in the proof of Lemma with x € T} ., to see that there can not
exist such a ¢. We conclude that &/,(Q) N O; C £ 1(8,.(fi(Q N O;))), which, together with
the first half of this proof, means that & (Q) N O, = f; *(5,(£1(Q N O)))). O

We are now ready to use these three lemmas to count the neighbours of (). It would be
nice to have a formula that does not require any knowledge about () and only depends
on n and t. It is for this reason that we introduce some new notation, which corresponds
with the notation used so far in this section.

Theorem 3.8. Let t,n > 0, and define

S, NU{0} = N, mr—>z<m+3) <j)

Let m > 0 such that S,(m) <t < S,(m+1). For all 1 <1i < 2", let p; be the number of
1s in the binary representation of 2" —i. Define 0 <[ < 2” as follows. If t = S,,(m), let
[ = 0. Otherwise, let | be the greatest integer satisfying Z (m+" pl) <t—S,(m). Then

1—

1 -1 AL
, m+n+1-p m+n-—p m+n—p
5n(t):§:( n )+5n_1<t—5n(m)—§:< o ))Q:( - >
=1 i=l

=1

Proof. We want to show that S, (m) = |S,n| for all n,m. |S,,,| is the number of ways
to choose n integers whose sum of magnitudes is no greater than m. We will count the
number of ways to do this, given that exactly j of the n coordinates are non-positive.
This means that there are (?) orthants to consider. In each orthant, we are looking
for the number of ways to pick j non-positive and n — j positive integers whose sum
of magnitudes is at most m. We can multiply every non-positive integer by —1 and
substract 1 from every positive integer, to get n non-negative coordinates whose sum is
at most m — (n — j) = m + j — n. This concept is similar to the function f;, and it
defines a bijection. The number of ways to do this is (m;” ) Summing over all j gives
|Snm| = Sp(m). From here, it is easy to see that the definitions for m,p;,[ that were
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given in this theorem correspond with those used in the rest of this section, so we can
now use the results we found. We use [3.5] [3.6] and [3.7] to get

5 (t) =10.(Q |—Z|5’ )N O]+ 16.(Q mOl|+Z|5’ )N O
i=l+1
J— 2n
= Z|T;,m+1m0i| HT G AQNO) |+ D T, N0 (3.2.5)
=1 i=l+1

Note that [T}, ., N O;| is the number of ways to choose p; positive and n — p; non-positive
integers whose sum of magnitudes is equal to m + 2, which, by the same logic as before, is
the same as choosing n non-negative integers whose sum is equal to m + 2 — p;, of which

there are ("*"71 ") ways to do so. Similarly, we have |}, N O;| = (™" %). For the

[th orthant, note that f,(QNO,) is a standard sphere in 17 equal to Spm—p, together with
the next |Q N1}, ., N O points of T, -y, By Lemma [2.1] . we have

171 (6n(A(Q N O)))| = [6,(1(Q N Oy))]

, m-+n—
=MA&Mﬂm+@PMQmﬂmm@D=( P

")+ ha@n T, N 0

Moreover, we have

-1 i—1
/ ) , m-—+n—op;
QNT, . N0l =1QNT, [ =D |T;,. N0 = (t = Su(m)) _Z( p)‘
i=1 '

Combining all of this with equation (3.2.5]) gives
-1
m+n+1-—p; m+n—
() ()
— n—1 n—1

s ) S 00)

i=1 i=l+1

With this theorem, finding an optimal part V' with 7'(V') = 0 is not too difficult. We will
use the following values for p;.

i|

1
pi‘?)

2 3 4 5 6 7 8
2 21 2 110

Table 1: The values of p; for n = 3.

Corollary 3.9. For any part V. C {0,...,15}3 with T(V) = 0 and |V| = 512, we have
R(V') > 243. Moreover, there exists such a part with R(V') = 243.
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Proof. We will use Theorem [3.8 to calculate d5(512).

We have S3(6) = 377 < 512 < 575 = S3(7), meaning m = 6. Then, t — S,(m) =
512 — 377 = 135 and we have >0, (*77") =134 < 135 < 162 = >_7_, (*}"), which means
that [ = 7. Using the formula in Theorem gives

5,(512) = 26: (10;”) 46, (135—§6: (9—2pi)> +§; (9_2%)

i=1 i=1

= 177 4 65(1) + 64 = 177 + 2 + 64 = 243,

Since every part V € {0,...,15}% with |V| = 512 is also a subset of I, we can apply
Theorem 2 of [WWTT7] to find that R(V) > §5(512) = 243. Now, we want to turn this
standard sphere in I into a part in {0,...,15}3. Let Q € I® be the standard sphere
of size 512. We have Q C S, ., = S, C {=7,—6,...,7}>. The only points in S},
that are not in {—6,—5,...,7}® are the points (0,0, —7),(0,-7,0),(—=7,0,0), but these
points are all part of T34 N Og = T}, N Oy41, which is disjoint with Q. In other words,
these three points are not in @, and we have Q C {—6,-5,...,7}3. We will define
V= {q+ (7,7,7) : ¢ € Q}. It follows that V' C {1,2,...,14}3, which means that
T(V) =0 and V clearly has the same number of neighbours as Q. O

3.3 CaselT =1

In order to find a lower bound for this case, we will make use of what we will define as stan-
dard pyramids Py, k > 0, see figure[10] It is convenient to define these in Z x Z x (NU{0})
as later our lower bound will follow directly from standard pyramids in this space.

Definition 3.10. Let P, = {(z,y,2) : 2 > 0N0 < |z]| + |y| < k — z}.

It can be verified with induction that the following equalities hold for these standard
pyramids: |Py| = 2k* + 2k* + 23k + 1 and R(Py,) = 2k + 6k + 5.

Figure 10: A plot of the standard pyramid Py of size | Pg| = 489.

We introduce the following lemma:

Lemma 3.11. For any part V. C Z x Z x (N U {0}) with |V| = |P|, we have that
R(V) > R(Py).



3 LOWER BOUNDS 16

Proof. We give an argument by contradiction. Assume there exists a part V € Z x Z x
(N U {0}) such that R(V) < R(P;). Then V is also a part in Z3 with T'(V) = 0. Now
consider the part V' = {(x,y,2) € Z* : (x,y,—z — 1) € V'}. This is just V but mirrored
in the z, y-plane and shifted down by one such that there is no overlap, VNV’ = (), and
the parts are touching.

With this we can construct a new part W = VUV’ C Z3. Using the fact that VNV’ = ()
we can conclude that |W| = 2|V| and that R*(W) = 2R(V'). Here R* counts neighbours
in Z* and R counts neighbours in Z x Z x (NU{0}). The same procedure can be repeated
for our pyramid P, to obtain Py irror. Note that Py irror, shifted by 1 towards the pos-
itive z-direction, is a standard sphere as defined in [WWT77|

This gives us the desired contradiction. Indeed, If R(V) < R(P), then R*(W) <
R*( P, mirror) Which is not possible since Py mirror should be optimal in Z3[WWTT]. O

With this we can prove our main result:

Theorem 3.12. For any part V. C {0,...,15}3 with T(V) = 1 and |V| = 512, we have
R(V) > R(Ps) = 181.

Proof. First note that |Ps| = 489 and |P| = 670. Hence Ps will be a logical choice for a
lower bound.

Assume without loss of generality that V' touches the side with z = 0, then V is also
in Z x Z x (NU{0}). To prove the theorem, we show that there exists a part W with
[W| =489, T(W) =1, W Cc V and R(W) < R(V). Indeed, take V and keep removing
points but only from the layer with the highest z coordinate. If that layer is empty, start
removing points from the layer below that layer. Removing points in this manner makes
sure the neighbour counts is monotonically nonincreasing for each removed point from V.
Hence we can apply Lemma to W. This then yields R(V) > R(W) > R(Ps) =
181. [

The bottom layer of the standard pyramid Py that touches the z,y plane has width 17
so does not fit inside our 16 x 16 x 16 regular mesh. Therefore it is not possible to prove
optimality for standard pyramids like for standard spheres.

3.4 Cases T =4,5,6

In this section, we will prove a lower bound for any part, independent of how many borders
it touches. However, this lower bound is weaker than the lower bounds we have already
proved for T" = 0,1,2,3 so we will use this universal lower bound only for parts with
T =4,5,6.

We will consider a dropped part, and use the number of dense rows, or beams, to determine
a lower bound for the number of neighbours of this part. For any part V € {0,...,15}3,
an z-beam of V is a subset of V' containing exactly 16 points that only differ in their x
coordinate. We will describe z-beams by their y and z coordinates. The terms y-beams
and z-beams are defined analogously.

Lemma 3.13. Let V € {0,...,15}3 be a part and let 0 < yo, 29 < 15 be the coordinates of
a row Ry, ., of points in the mesh. If Ry, .., or any of its (at most) four neighbour rows
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(i.e., the rows with coordinates (yo — 1, z0), (yo + 1, 20), (Yo, 20 — 1), (Y0, 20 + 1)) contain a
point of V', then one of the following is true. Either Ry, ., is an x-beam, or Ry, ., contains
a neighbour of V.. The analogous statements for rows in the y and z direction are also
true.

Proof. We will assume that R, ., is not an z-beam. Otherwise the statement is clearly
true. Let v = (v,,vy,v,) € V be a point in one of the five described rows. If the point
(s, Yo, 20) is not in V| then it is a neighbour of V', because it is of distance one to the
point v. Now, say that (v,,vo,20) is in V. Since Ry, ,, is not an z-beam, we can find
a point (g, Yo, 20) that is not in V. So somewhere in between (v, Yo, 20) and (zo, Yo, 20)
there is a point that is not in V' whilst a point next to it is in V. This means that R, .,
contains a neighbour of V. The proofs for the y and z direction are analogous. O

From now on, let V be a down set (as described in the end of section [2). Let X be
the number of z-beams in V', and let X, be the number of z-beams whose y coordinate
is zero. We will define Y, 7, X,,Y,.Y., Z,, Z, analogously. We will now give multiple
different lower bounds for the number of neighbours of V. We will start with a lower
bound that works best for a low number of beams.

Lemma 3.14. Let V, XY, Z as described above. Then R(V) > 117T— X —-Y — Z.

Proof. First, assume that V' contains a point that has multiple coordinates equal to 15.
We assume w.l.o.g. that V' contains the point (z¢,15,15) for some zy. Since V is a
down set, V' contains all points of the form (xg,y,2). This means that all rows in the
x direction contain a point of V', which, by Lemma [3.13] means that every row in the x
direction is either an x-beam, or contains a neighbour of V. Since there can be at most
% = 32 x-beams, there are at least 256 — 32 = 224 rows containing a neighbour of V.

So R(V)>224>11T— X -Y — Z.

Now, assume that V' contains no point with multiple 15-coordinates. Before we look
at the number of neighbours in the 16 x 16 x 16 mesh, we will consider V' as a subset of I7
and count its minimal number of neighbours there. Since standard spheres are optimal
for minimising neighbours, there are at least d3(512) neighbours. To calculate this value,
we can use lemma [2.1] which we have already done in the proof of lemma [3.2] We find
that V' has at least 117 neighbours in /7. In order to find the number of neighbours of
V in the mesh {0,...,15}3, we need to subtract the number of neighbours that are in
M\ A{0,...,15}%. Let a = (ag, ay,a;) € I'' \ {0,...,15}3 be a neighbour of V. Since a is
not in the mesh, at least one of the coordinates a, a,, a, is greater than 15. And since a
is of unit distance to a point in V', we get that exactly one of a’s coordinates is greater
than 15, and this coordinate must be equal to 16. Assume w.l.o.g. that a, = 16. The
corresponding point in V' that is of unit distance to @ must be a — (1,0,0) = (15, a,, a.).
Since V' contains no points with two coordinates equal to 15, we have a,, a, < 15, which
means that @ is the only neighbour of (15, a,, a.) that is outside of the mesh. This means
that there is a bijection between on the one hand neighbours of V' outside of the mesh,
and on the other hand points of V' with a coordinate that is 15. Since V is a down set,
this number of points is exactly equal to X +Y + Z. This proves the lemma. O]

We also need lower bounds that work well when the number of beams is high, which is
what we will do now.



3 LOWER BOUNDS 18

Lemma 3.15. Let V, X,Y,, Z, as described above

If0<Y, <16 and Z, =0, then R(V) > 16(Y, + 1) — X.

If0< Z, <16 and Y, =0, then R(V) > 16(Z +1) - X.

If0 <Y, <16 and 0 < Z, < 16, then R(V) > 15(Y, + Z,) — Y, Z, — X + 31. The
analogous statements for the other directions are also true.

—_—

Y

Figure 11: The x = 0 plane in the case where Y, = 7 and Z, = 4. All red points are in
V and Lemma @ can be applied to all z-rows containing either a red or blue dot.

Proof. The idea is to count the number of points in V' whose z-coordinate is equal to 0,
and then use Lemma Note that V' contains Y, y-beams with z-coordinate equal to
0, which are exactly the points of the form (0,y,z) where 0 <y <15and 0 < z < Y,. If
0 <Y, < 16, then we can apply Lemma [3.13]to all rows in the = direction with 0 <y < 15
and 0 < z <Y, to see that all these rows, of which there are 16(Y, + 1), contribute to
the expression R(V') 4+ X by at least 1. This proves the first lower bound. The second
lower bound can be proved analogously. For the third, assume that 0 < Y, < 16 and
0 < Z, < 16. This means that we can apply Lemma [3.13] to all rows in the x direction
with either 0 <y <1band 0 <2 <Y,,or0<z<15and 0 <y < Z,. It can be seen
that there are 16(Y, +1)+16(Z, +1) — (Yo +1)(Z, +1) = 15(Y, + Z,) — Y, Z, + 31 of these
rows, and again, all of these rows contribute to the expression R(V) + X. A concrete
example for Y, = 7 and Z, = 4 can be found in figure [11} O

We can now prove the main theorem.

Theorem 3.16. For any part V € {0,...,15}*, R(V) > 96.

Proof. We can drop V in all negative directions to find a down set V.. By Lemma |3.1}
we get R(V') > R(Viouwn), so we only need to prove that R(Vipw,) > 96.

If Vjouwn contains a point that has two coordinates that are equal to 15, we can use the
same argument used in Lemma to see that R(Viown) > 224 > 96.

Now, assume that V,,, contains no points that have two 15-coordinates. We will now
use the terms X, X,,Y,,Y,, Z,, Z,, XY, Z defined for Vju,,. Note that it is impossi-
ble for X, to be equal to 16, else Vi, would contain the point (15,0,15). By the
same logic, we have X, Y, Y., Z,, Z, < 16. The idea now is to try all combinations of
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Xy, X., Y., Y., Z,, Z,, XY, Z and then use the best of the lower bounds given by lemmas
B.14] and B.15

We know that X,Y, Z < % = 32. And since Vj,,,, is a down set, any xz-beam must have
y coordinate less than X, and z coordinate less than X,. This means that X < X, X,
and similarly, ¥ < Y,Y, and Z < Z,7Z,. Since X,Y and Z contribute negatively
to all lower bounds, the lowest lower bound can be found when X = min(X,X,,32),
Y = min(Y,Y},32) and Z = min(Z,Z,, 32). Since we want to find a lower bound that is
true for all parts, this lowest lower bound is the one we are interested in. We ran some
code trying all possible combinations of X,, X,,Y,,Y,, Z,,Z, € {0,...,15}. For each
combination, we set X = min(X,X,,32), Y = min(Y,Y,,32) and Z = min(Z,Z,, 32).
Then per combination we found the highest lower bound given by lemmas and [3.15]
We can use the minimum of all those lower bounds as our general lower bound for any
combination. With this method we have found a general lower bound of 96. This means
that R(V') > 96. O

4 Upper bounds

To find upper bounds on the communication cost and the number of neighbours per part
we have made use of several Integer Linear Programs (ILP) and Breadth-First Search
(BFS) algorithms.

4.1 Combinatorial approach

A purely combinatorial approach based on BFS was previously investigated by [GUI14|
and [UCI0] for two-dimensional regular meshes. In their research, this method produced
a solution very close to the optimal configuration for a 16 x 16 regular mesh: after minor
adjustments the optimal solution was attained [BU25|. We generalise and summarise this
approach for our case, where the 16 x 16 x 16 mesh is partitioned into eight connected
parts.

We begin by selecting a corner (z,y, z) of the mesh and placing it into a queue. The BFS
approach then proceeds as follows:

1. Extract the point (z/,y/, 2’) from the front of the queue.
2. Assign (2/,1/,2') to the current part if it has not yet been assigned,

3. Append to the queue all unassigned neighbouring points that differ by 1 in exactly
one coordinate, provided they remain within the mesh boundaries. The neighbours
are appended in the following order: First those differing in the z-coordinate, then
those differing in the y-coordinate and finally those differing in the the z-coordinate.

4. Repeat the previous steps until 512 points have been assigned to the current part.

A new corner is then selected and the process is repeated until all eight parts each contain
512 points.

In contrast to the two-dimensional case, not every sequence of corner selections leads to
a partition that is connected. To address this, one can enumerate all possible orders of
corner selections and choose the partition which produces the best result. Using this
approach we found the partition seen in figure |2l with communication cost 1295. We also
found that the least effective corner selection method that still yields a connected solution
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results in a communication cost of 1384 — significantly higher than 1295 — indicating that
fully enumerating all possible orders is worthwhile.

4.2 Integer Linear Program approach
The formulation of an ILP includes a number of constraints on certain variables. For the

formulation of our ILPs we have taken inspiration from [BU25|. For our ILPs we work
with the following variables, where i, j,k € I ={0,...,15} and t € @ = {1,2,...,8},

(t)
ijko
(t)
ijk>

x which we will use to assign the points to the eight processors,

n. ., which we will use to model the connectedness of a point to a processor t € ().

To simplify the formulation of the ILPs we refer to a point in {0,...,15}® as ijk and the
set of all points in {0,...,15}* as P. We will also write N, for the set of neighbours of
the point ijk.

4.2.1 Base ILP
The ILP for the partitioning of the 16 x 16 x 16 mesh into eight connected parts reads as

minimise Y (—1 —|—an2€> (4.2.1)

ijkeP teQ

subject to Zx% =1 for all ijk € P (4.2.2)
te@
> all =512 for all t € Q (4.2.3)
ijkeP
n% > :v,(,i}r for all ijk € P, pgr € {ijk} U Ny, t € Q (4.2.4)
20 =1 (4.2.5)
29 0, € {0,1} for all ijk € P, t € Q (4.2.6)

We will briefly explain the constraints. Equation is what we want to minimise, the
communication cost. The —1 term is there because of the way we define n% Equations
and state that each point is assigned to one processor and that to each pro-
cessor an equal amount of points is assigned, namely 512. Equation states that the
connectedness of a point to a part assigned to a processor ¢t depends on the point itself
and its nearest neighbours where a point can only be connected if the point itself or one of
its nearest neighbours is assigned to a part of processor t. Equation reads that the
bottom most corner is assigned to the first processor. Equation [4.2.6|reads 0 for false and
1 for true meaning that a point ijk is assigned to a processor t if azzjé = 1 and similarly
for the connectedness of a point ijk to a processor t.

4.2.2 Cases Base ILP
Because we looked at all of the cases T(V) = 0,1,...,6 individually to obtain lower

bounds, we also wrote an ILP for each of these cases. The general structure of these ILPs
is the same as that of the ILP in subsection and is given by:
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minimise Z (=1 + nyjk)

ijkeP
subject to Z Tk = D12, (CasesBaselLLP)

ijkeP

Nijk > Tpgr for all ijk € P,pqr € {ijk} U Njj,

Tijk, Nijr € {0, 1} for all ijk € P.

The only difference between CasesBaselLP and the Base ILP is that the constraints in
equations [4.2.2] and 4.2.3| of the Base ILP are removed and that we no longer use ¢, as we
only have 1 processor.

To help enforce that T (V) = 0,1,...,6, we define the following sets which contain the
points on the borders of the mesh:

Back border = {ijk € P : k = 15},
Front border = {ijk € P : k = 0},
Right border = {ijk € P :i =15},
Left border = {ijk € P :i =0},

Top border = {ijk € P : j = 15},
Bottom border = {ijk € P:j =0}.

Now to define an ILP for T'(V) = 0,1,...,6 we can force the sum of x;;, for ijk being
points on a border be either 0 or greater or equal than 1. We refer to this sum of z;j; for
17k being points on a border as a point sum.

In other words, by adding one of the following constraints for each border and their
corresponding set S to CasesBaselLP:

T=0 For this case we force the point sum of all borders to be 0.

T=1 There is only one possibility here (up to rotation symmetry). We assume w.l.o.g.
that the part touches the back border of the mesh. Hence we force the point sum of the
back border to be greater or equal than 1 and the point sums of the rest of the borders
to be 0.

T=2 There are two cases (up to rotation symmetry), either the part touches two adjacent
borders (borders sharing an edge of the mesh) or the part touches two opposite borders
(borders sharing no edge of the mesh). We assume w.l.o.g. that the part touches the back
and right border of the mesh or the back and front border of the mesh. Hence we force
the point sums of these borders to be greater or equal than 1 and the point sums of the
rest of the borders to be 0.
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T=3 There are two cases again (up to rotation symmetry), either the part touches three
borders that share a corner or the part touches two adjacent borders and an opposite
border of one of these two borders. We assume w.l.o.g. that the part touches the back,
right and top border of the mesh or the back, right and front border of the mesh. Hence
we force the point sums of these borders to be greater or equal than 1 and the point sums
of the rest of the borders to be 0.

T=4 We consider two cases again (up to rotation symmetry), either the part touches all
borders except two adjacent borders or the part touches all borders except two opposite
borders. We assume w.l.o.g. that the part touches the back, front, right and top border
or the part touches the back, front, right and left border. We force the point sums of
these borders to be greater or equal than 1 and the point sums of the rest of the borders
to be 0.

T=5 There is only one case (up to rotation symmetry), the case where the part touches
all but one border. We assume w.l.o.g. that the part does not touch the bottom border.
We force the point sum of this border to be 0 and the point sums of the rest of the borders
to be greater or equal than 1.

T=6 There is only one case again. We force the point sum of all of the borders to be
greater or equal than 1.

4.2.3 Enforcing connectivity
Given that a part needs to touch two opposite borders, a necessary condition for connec-
tivity is that each plane parallel to these borders needs to contain at least one point.

Suppose the two planes differ only in coordinate 7, then we can add the constraints:

Z Tijp > 1 for each i' € {1,...,14}

ijkeP, i=i!

and similarly for all of the other coordinates. See also figure [12]

Figure 12: A result of CasesBaselLP for two opposite borders with plane connectivity
enforced. For clarity, the planes have been plotted.
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4.2.4 Smaller Base ILP

There are many constraints for the ILP for the partitioning of the 16 x 16 x 16 mesh into
eight connected parts. When looking at the Base ILP, equation two contains |P| = 4096
constraints, equation three contains |@)| = 8 constraints, equation four contains (ignoring
boundaries) 7-|Q| - |P| = 229376 constraints and equation six contains 2-|Q|-|P| = 65536
constraints. The majority of constraints come from equation four, which is responsible for
correctly capturing the neighbourhood structure. The more constraints, the longer the
ILP takes to run (and to produce a solution). For this reason it is interesting to look at
the ILP for a smaller mesh, try to optimise the communication cost for this smaller mesh
and try to see a pattern when increasing the size of the mesh. Seeing as we already wrote
an ILP for the full 16 x 16 x 16 mesh, writing an ILP for a smaller mesh is not difficult.
We just need to change I = {0,1,...,2N — 1}, P ={0,1,...,2N — 1}3 and with this all
of the equations/code.

4.3 Refinement with Local Search

Due to time and hardware constraints, the ILP approach cannot guarantee an optimal
solution. Since achieving optimality within these limits is unfeasible, the focus shifts to
finding high-quality feasible solutions instead. A main drawback of the combinatorial
approach is that its output is fixed, even if the result is suboptimal. This motivates the
use of post-optimization methods to refine existing solutions, such as Local Search (LS).

One such method is a Stochastic Hill Climbing algorithm, which is a specific subclass of
Local Search algorithms. The algorithm randomly selects two communicating points from
different parts and attempts to swap them. If the swap increases the overall communica-
tion cost, it is reverted.

The change in communication cost can be computed locally, for instance by using the ILP
formulation for the communication cost (Equation . This is done by tracking each
point’s neighbouring parts and evaluating how these change after a swap. If the total
number of neighbours increases, then the communication cost must have also increased.

A better variant of the combinatorial algorithm can be obtained by first taking its best
solution and refining it using the LS algorithm. After reaching a local optimum through
this process, the refinement can be repeated by restarting from the best combinatorial
solution. By repeating the process, the stochastic refinement can explore other parts of
the solution space and may find improved local optima. An advantage of this approach
is that it is easily parallelizable.

This algorithm closely resembles the previously studied RbFast algorithm for
two-dimensional meshes [BU25|, which optimizes communicating points using an ILP.
However, our ILP formulation is not sufficiently tight, making finding the optimal solu-
tions computationally expensive. As a result, using an ILP would eliminate the main
advantage of the LS approach — its speed.

4.4 Numerics
We will briefly summarise the results of the before-mentioned algorithms and provide
plots of the solutions.

BFS The best partition we found using the BFS algorithm with C' = 1295 can be seen
in figure



4 UPPER BOUNDS 24

BaseILP We have not managed to run this ILP to convergence. The best result we
found with C' = 1283 can be seen in figure [I3]

Figure 13: Intermediate result of BaselLP with C' = 1283.

BFS 4+ LS We have found many solutions all with C' = 1283, though all of them are
similar to [I3] but with many swaps which did not change the communication cost.

T=0 We stopped CasesBaseILP after obtaining a result with R(V) = 243 since we
already know the upper bound. Because the result looks just like a standard sphere of
size j = 512, we refer to figure

T=1 We stopped CasesBaselLP after an arbitrary amount of time with a result R(V') =
192 since running until convergence was not an option due to limited time. The best
result we obtained was with R(V) = 192. This result looks very similar to a standard
pyramid of size j = 512 but with the cut off points placed on top, see figure (a).

T=2 Adjacent case: Similar to the case T' = 1, we stopped CasesBaselLLP after an
arbitrary amount of time. The best result we obtained was for the case with adjacent
borders with R(V) = 154. See also figure[14b). Opposite case: The best result can be
seen in figure (a) of the appendix. Note that this result is not connected, but we can
shift the points slightly so that the amount of neighbours stays the same and the result
is connected.

T=3 Corner case: Running until convergence was not necessary since we know that
the best result for three borders that share a corner has R(V') = 117. This way we stopped
CasesBaselLP after obtaining a score of 117. Because the result looks just like a wavefront
of size j = 512, we refer to figure [dl Adjacent and opposite case: The best result can
be seen in figure (b) of the appendix.
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T=4 Except adjacent case: We stopped CasesBaselLP after an arbitrary amount of
time since running until convergence was not an option. The best result we obtained was
for the case with all but two adjacent borders with R(V) = 119. See also figure [14c).
Except opposite case: The best result can be seen in figure (c) of the appendix.

T=5 We stopped CasesBaselLLP after an arbitrary amount of time again. The best result
we obtained was with R(V) = 124. See also figure [14/(d).

T=6 We stopped CasesBaselLLP after an arbitrary amount of time again. The best result
we obtained was with R(V) = 129. See also figure [L4f(e).

(d) T(V)=5, R(V) = 124 (e) T(V) =6, R(V) =129

Figure 14: Intermediate results of CasesBaselLP with their R(V).
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N=2 We stopped SmallerBaselLP after an arbitrary amount of time since the ILP did
not produce a new result for a significant amount of time. The best result we obtained
was with C' = 92. See also figure [L5{(a).

N=3 The best result we obtained was with C'= 201. See also figure [L5|(b).

N=4 The best result we obtained was with C' = 340. See also figure[L5|c). This result is
certainly not optimal since we manually improved this result to C' = 337 by interchanging
points between parts using Minecraft.

N=5 The best result we obtained was with C' = 511. See also figure[L5|(d). This result is
certainly not optimal since we manually improved this result to C' = 507 by interchanging
points between parts using Minecraft.
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(c) C =340 (d) C =511

Figure 15: Intermediate results of SmallerBaselLP for N = 2,3,4,5 with their C.
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4.5 Computation times

It is interesting to look at the time needed to reproduce the results using the different
algorithms. Most of the computation times have to be taken with a grain of salt however
seeing as the ILPs did not run until convergence and the computer was running other
tasks as well. In this case we will state a rough estimate for the time needed to reproduce
the results. The ILP for the full 16 x 16 x 16 mesh was run on the Utrecht University
Gemini Cluster. This computer ran Gurob: Optimizer version 12.0.3 build v12.0.3rc0
(linuz64 - "Scientific Linux 7.9 (Nitrogen)"), has an Intel(R) Xeon(R) CPU E5-2640 v}
@ 2.40GHz, 20 threads and 120GB RAM. The rest of the results were obtained running
Gurobi Optimizer version 12.0.3 build v12.0.3rc0 (win64 - Windows 11.0 (22631.2)) on
an AMD Ryzen 7 7800X3D @ 5.0GHz, with a total of 8 physical cores counting 16 threads
and 32GB RAM. It is also important to note that we gave the result of the BFS to the ILP
which drastically shortens the time to find a solution with C' < 1295, see table [2| Lastly,
we also set the Gurobi parameter “MIPFocus = 17 as proving optimality was unfeasible
given our time- and hardware constraints.

Approach ‘ C ‘ Time

BFS 1295 ~ 3 seconds
BFS + ILP | 1283 | Still running (700000+ seconds)
BFS + LS | 1283 ~ 120 seconds

Table 2: The results of the BFS, ILP and LS approaches for the partitioning of the
16 x 16 x 16 mesh into eight connected parts.

T(V) Case R(V) Time Options
0 243 | ~10 minutes None
1 192 | ~10 minutes None
2 adjacent 154 | ~10 minutes None
2 opposite 217 | ~10 minutes | 5 connectedness, plane constraints
3 corner 117 | ~10 minutes None
3 adjacent and opposite | 166 | ~10 minutes | 5 connectedness, plane constraints
4 except adjacent 119 | ~10 minutes | 5 connectedness, plane constraints
4 except opposite 179 | ~20 minutes | 5 connectedness, plane constraints
5) 124 | ~10 minutes | 5 connectedness, plane constraints
6 129 | ~10 minutes None

Table 3: The results obtained using CasesBaselLP with options as introduced in section
for a part V with T(V) =0, 1,...,6 of size 512 in the 16 x 16 x 16 mesh.

C Time

94 < 1 second
207 < 1 second
360 < 1 second
541 < 1 second

(&2 BNENSURN NO) g

Table 4: The results of the BF'S for the partitioning of the 2N x 2N x 2N mesh into eight
connected parts for N =2, 3,4, 5.
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N C Time Improved
2 92 ~hour -

3 201 ~hour -
4
5

340 ~5 hours 337
511 ~10 hours 507

Table 5: The results of the ILP for the partitioning of the 2N x 2N x 2N mesh into eight
connected parts for N = 2, 3,4, 5.

Note that almost all of the results obtained using CasesBaselLP took roughly the same
amount of time as seen in table [3] It is only when we introduce the extra options to the
ILP that the computation time slows down seeing as we add more constraints. Comparing
the computation times in table [2] [4] and [5] we see that, in all cases, the BFS and Local
Search algorithms take very little time to run. For the SmallerBaselLLP, it takes a couple
of hours to get a better result than the BFS. For the full ILP this was not the case and we
had to train the BaseILLP on the result of the BFS to get a better result than C' = 1295
before the end of the project (roughly 2 weeks to run the BaseILP).

We did not have time to experiment with training the SmallerBaseILP on the results of the
BFS for N = 2, 3,4, 5 but we expect to see a significant decrease in the time to reproduce
the results. In table [5| we see that by increasing N from 4 to 5 for the SmallerBaselLLP,
the computation time to find a solution the ILP gets stuck on exponentially increases.
Running the ILP to convergence was not an option in these cases because of the limited
amount of time of this project, let alone for the full ILP. Furthermore, the results of the
SmallerBaselLP were not connected yet for N = 4,5 which is partly why we managed to
improve these results.

5 Concluding remarks

We have worked on expanding the ideas of [BU25| from two dimensions to three. The
ultimate goal is to find an optimal partitioning of a 16 x 16 x 16 regular mesh into
eight connected parts of equal volume such that the communication cost between parts is
minimised. In this paper we started this process by searching for lower and upper bounds
for the number of neighbouring points of an individual part and lower bounds on the
communication cost.

Our approach followed the same method as [BU25| in the two dimensional case. We di-
vided the problem for an optimal singular part into seven cases by how many boundaries
the part touches. For each case we have found a lower bound for the number of neigh-
bouring points of a part. For the cases T' = 0,3 these lower bounds were known results
of [WWTT7|. We have introduced new lower bounds for the remaining cases. The results
seem to imply that a part touching three borders that share a corner of the mesh has the
lowest amount of neighbours of all parts, analogously to a 2D part touching two borders.
In addition, we have extended the study on standard spheres by [WWT77] by formulating
an equation that counts the neighbours of standard spheres in 1.

A proof for the optimal partitioning of the 16 x 16 x 16 mesh has yet to be established.
Due to time constraints, we have not combined the lower bounds per part into an optimal
lower bound for the full partitioning. However, it is uncertain that with stronger or
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optimal lower bounds per part this is even possible. Perhaps one would need a completely
different approach to find optimality. We leave this problem for further research.

We have made progress in finding upper bounds for the full partitioning problem making
use of BFS, ILP and LS algorithms. In addition, we applied these methods to reduced
problems like single parts and 2N x 2N x 2N meshes. Our ILP formulation has many
constraints which results in a prohibitively long computation time.

Future research on improving upper bounds could be in the following directions:

e Using (close to) optimal solutions for smaller meshes to get a (close to) optimal
solution for larger meshes. For instance, one can try to solve the problem for the
smaller 8 x 8 x 8 mesh until optimality, then expand each point into a 2 x 2 x 2
mesh to obtain a 16 x 16 x 16 mesh and try to optimise the points on the edges of
parts using an ILP or LS.

e Improved strategies for escaping local optima. Our current approach assumes that
the BFS yields a near-optimal solution. This is based on the conjecture that each
corner is assigned to a distinct part in the optimal partitioning. If this assumption
fails, the ILP would need to explore beyond local optima, which may require exces-
sive computation time. Instead, a better method to escape local optima is needed.
Developing more effective methods for escaping local optima — potentially through
evolutionary algorithms that preserve beneficial structural patterns — could improve
both convergence speed and solution quality.
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A Additional results

The results of CasesBaselLP for the part touching two opposite borders (a), touching
two adjacent and one opposite border (b) and touching all but two opposite borders (c).
Note that part touching two opposite borders seen in (a) is not connected, but we can
shift the points slightly so that the amount of neighbours stays the same and the result
is connected.

(a) T(V) =2, R(V) =217 (b) T(V) =3, R(V) = 166 (c) T(V)=4, R(V)=1T79

Figure 16: Intermediate results of CasesBaseILP with their R(V).
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