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Abstract

Natural locomotion of virtual characters is very im-
portant in games and simulations. The naturalness of
the total motion strongly depends on both the path
the character chooses and the animation of the walk-
ing character. Therefore, much work has been done
on path planning and generating walking animations.
However, the combination of both fields has received
less attention. Combining path planning and motion
synthesis introduces several problems. In this paper,
we will identify two problems and propose possible
solutions.

The first problem is selecting an appropriate dis-
tance metric for locomotion synthesis. When con-
catenating clips of locomotion, a distance metric is
required to detect good transition points. We have
evaluated three common distance metrics both quan-
titatively (in terms of footskating, path deviation and
online running time) and qualitatively (user study).
Based on our observations, we propose a set of guide-
lines when using these metrics in a motion synthe-
sizer.

The second problem is the fact that there is no
single point on the body that can follow the path
generated by the path planner without causing
unnatural animations. This raises the question how
the character should follow the path. We will show
that enforcing the pelvis to follow the path will
lead to unnatural animations and that our proposed
solution, which uses path abstractions, generates
significantly better animations.

Keywords: motion synthesis, path planning, mo-
tion capture, computer animation, distance metrics

1 Introduction

Natural movement of characters is crucial in games
and simulations. In many virtual environments char-
acters need to walk from a point A to a point B. The
quality of this movement highly depends on both the
path that the character chooses and the walking an-
imation itself. If a character collides with the envi-
ronment or the animation suffers from foot skating
the motion of the character will not be perceived as
realistic.

Basically, this problem can be considered a mo-
tion planning problem. The posture of an articu-
lated character with n rotational degrees of freedom
can be described by an n + 3 dimensional vector
q = (tx, ty, tz, θ1, . . . , θn)T where t = (tx, ty, tz)

T is
the global root translation. We will define the (n+3)-
dimensional space as the configuration space C of the
character. Note that one pose of the character cor-
responds to a point in this space. The problem can
then be defined as follows: given a character A (rep-
resented as a point) moving in a configuration space
C amidst a collection of fixed rigid obstacles B, and a
start configuration s and goal configuration g for A,
find a continuous path P from s to g avoiding contact
with B. An important additional constraint is that
the resulting animation also needs to be perceived as
natural.

Planning such whole-body motions in configura-
tion space is very difficult. In general, humanoid ar-
ticulated characters have many degrees of freedom
and therefore the configuration space is very high-
dimensional. Next to that, these dimensions can also
be highly dependent and the dynamics of human mo-
tion are hard to encapsulate in constraints and opti-
mization functions.

Therefore, in practice the problem is often simpli-
fied by separating the path planning and animation.
First, a path planner generates a smooth, collision-
free path Pplan. Then the animation system gener-
ates a walking animation that drives the character
to follow the path Pplan as closely as possible. Fig-
ure 1 shows an example of such a two-step process.
The Corridor Map Method [1] is used as path plan-
ner and a motion graph approach is used as motion
synthesizer [2].
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Combining a path planner with an animation sys-
tem seems a trivial task. There are, however, some
major issues that none of the existing methods ad-
dress. In this paper, we will give an overview of var-
ious (combinations of) path planning and animation
systems and we will address two problems that arise
when choosing a decoupled approach. Our provided
solutions can easily be incorporated in a motion syn-
thesizer. Since the integration can be done in the pre-
processing phase, it will not affect the performance
of the motion synthesizer. Note that the results pre-
sented in this paper are not only useful for motion
graph based animation systems but for any motion
synthesizer that depends on a path that a character
needs to follow.

Choosing posture distance metrics

In general, when concatenating two animations it is
necessary that the end postures of the first animation
resembles the beginning postures of the second ani-
mation. Typically, posture distance metrics are used
to automatically determine these resembling clips of
motion. However, no research has been done on the
effect of the distance metric on the generated ani-
mation in terms of foot skating, path deviation and
online running time. Foot skating and path deviation
are crucial in the domain of locomotion, the running
time is important for real-time applications. The ex-
periments we have carried out will provide insight
into the effect of using a given distance metric to
generate locomotion along a path by using a motion
synthesizer. Based on our evaluations, we propose a
set of guidelines for using distance metrics in a mo-
tion synthesizer. These guidelines can then be used
construct motion synthesis systems that are better
adapted to the needs of animators and researchers.

Preventing unnatural pelvis oscillation

The path generated by a path planning algorithm is
a parametric curve that represents a simplification of
the path the character needs to follow. Generally it
is not clear which (body) part of the character should
follow this path. In many systems the path is inter-
preted as the desired trajectory of the projection of

the pelvis on the plane. However, when one takes a
closer look at the trajectory of the pelvis during lo-
comotion it appears that the pelvis oscillates during
such a motion. When the motion synthesizer forces
the pelvis to closely follow the desired path one loses
this natural oscillation or wiggle, resulting in an un-
natural motion. We provide a solution to the loss
of oscillation by using path abstractions instead of
the pelvis trajectory. This will lead to more natu-
ral animations while still being able to enforce path
constraints.

2 Related Work

In this section we will give an overview of related work
in both path planning as well as computer animation.
The section concludes with an overview of work that
combines both fields.

2.1 Path planning

Introduced in 1968, the A*-algorithm is one of the
first planners [3]. This planner is still popular be-
cause of its simplicity and ability to find the shortest
path in a grid of free cells covering the environment.
Nevertheless, resulting paths tend to have little clear-
ance to the obstacles and can be aesthetically un-
pleasant, so care must be taken to smooth them.

Like the A*-algorithm, the Potential-Field method
[4] operates on a grid. Nevertheless, smooth paths
can be produced by following the direction of the
steepest descent of the potential toward the goal.
While it is possible to compute a potential without
local minima [5], the computation is rather expen-
sive, and, hence, may compromise the real-time per-
formance.

Roadmap-based methods, such as Visibility graphs
[6], Rapidly-exploring Random Trees [7] and Proba-
bilistic Roadmap Methods (PRM) [8,9], do not have
local minima and usually ensure that a path can be
found if one exists. These methods build a roadmap
graph which represents the free space in the environ-
ment. Because this graph can be constructed off-line,
real-time performance can be achieved when a path is
extracted from this graph. In addition, their strength
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is that they can be applied to problems with many
degrees of freedom. Nevertheless, they lack flexibil-
ity because they output a fixed path extracted from
a one-dimensional graph. In addition, the paths are
jerky. While optimization algorithms exist, they are
still too slow for real-time performance [10].

Recently, the concept of path planning inside cor-
ridors has been introduced [1, 11–13]. Such a corri-
dor is defined as a sequence of empty disks. Because
the union of these disks is two-dimensional, corridors
facilitate creating collision-free smooth paths with a
certain amount of minimum clearance to the obsta-
cles. Such a path minimizes the chance that the an-
imated character collides with obstacles in the envi-
ronment.

When a global path has been derived, the char-
acter locally has to manoeuvre around dynamic ob-
stacles and other characters. Often a local planner
(for example based on forces [14] or geometric tech-
niques [15]) is needed to steer the character along this
global path. Singh et al. [16] developed a framework
to evaluate such steering techniques.

2.2 Animation

Generating animations of human walking has re-
ceived a lot of attention during the past decades.
There are several classes of techniques, each having
its own advantages and disadvantages. See Van Wel-
bergen et al. [17] for an overview of different anima-
tion techniques. An excellent survey on generating lo-
comotion has been written by Multon et al. [18]. The
techniques can be classified into three classes. Proce-
dural techniques generate locomotion from scratch by
using algorithms based on empirical and biomechani-
cal concepts. These techniques offer a high-level con-
trol, yet in general are not perceived as realistic. One
procedural technique we would like to mention is the
locomotion system by Boulic et al. [19] that explicitly
calculates the pelvis oscillation using biomechanical
models. Physics-based techniques simulate locomo-
tion using dynamics and physical properties of the
body. These techniques yield realistic animations,
but offer less control than procedural techniques and
can be computationally expensive. A third class com-
prises example-based approaches. Existing motions

are reused to generate a clip of locomotion. Often
these motions are recorded by using motion capture
systems. Basically, there are two main example-based
techniques. Motion concatenation techniques stitch
clips of motion together [2,20,21]. Often, all possible
good transitions between motions are precomputed
and stored in a graph-like structure such as a mo-
tion graph [2]. Motion parameterization techniques
interpolate between existing motions to generate mo-
tions corresponding to a specific abstract parame-
ter [22–24] such as the end-effector position. The
former yields more natural animations while the lat-
ter offers a higher level of control. Combinations of
motion parameterization and concatenation have also
been investigated [25].

2.2.1 Distance metrics

To automatically concatenate or parameterize mo-
tions, a notion of resemblance is crucial. For exam-
ple, to transition from one motion M1 to a motion
M2, the end of motion M1 should resemble the be-
ginning of motion M2. Various distance metrics can
be used to detect these transition points [2, 20, 21].
Distance metrics for character poses are also impor-
tant in many other fields and techniques, such as
parametric motion graphs [25], but also in motion
retrieval systems [26, 27], performance analysis [28],
time (or motion) warping [25] and transition gener-
ation [29]. Quite a few different metrics have been
proposed, such as metrics based on joint angles [21],
principal components [30, 31] and point clouds [2].
We would also like to mention the metric proposed
by Li et al. [32], which measures the effort needed
to perform a transition. Similarly, Rose et al. [33]
present a transition-generating algorithm that tries
to minimize the joint torque. Ikemoto et al. [29]
present a multi-way transition-generating technique
that blends the source and target motion with inter-
mediate motions determined by searching in a clus-
tered space. To achieve this clustering, they use the
distance metric by Kovar et al. [2].

Although many distance metrics exist, there is lit-
tle known about how they compare to each other.
Until now, a metric is compared only with an im-
proved version of itself. Usually this improvement
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means optimizing the weights for specific joints to
generate better transitions. For example, Matsunaga
et al. [34] present a dynamics-based weight assign-
ment scheme. The weight for a specific body part is
based on the displaced mass and encountered friction
of that body part during a transition. This weight
assignment scheme is used to set the weights of the
distance metric presented by Kovar et al. [2] result-
ing in less foot skating. Wang et al. [35] present an
evaluation of the distance metric of Lee et al. [20].
They compare two sets of weights for this metric.
The first set contains the original weights, as stated
in the original distance metric paper, the second set
contains automatically determined weights by solv-
ing a least-square minimization, after selecting some
good and bad blends. They use a cross-validation
and a user study to show that their set of weights
results in a better set of blends.

2.2.2 Evaluation of motion

Much work has been done on evaluating generated
motions. Safonova et al. [36] analyze the correctness
of interpolated motion and present some simple mod-
ifications such that, in some constrained situations,
the resulting motions adhere to physical constraints.
For example, when one wants to blend two jump-
ing motions of a character, linearly interpolating the
center of mass of the character instead of the root
position will result in a center of mass that has lin-
ear momentum, as should be the case during flight.
Reitsma et al. [37] observe by user studies that er-
rors in horizontal velocity and added accelerations
are easier observed by humans than errors in vertical
velocity and added decelerations. Ikemoto et al. [29]
also evaluate transitions by foot skating and by eval-
uating the zero moment point (ZMP). The ZMP is
the point on the ground plane at which the moment
of the ground reaction forces is zero. In a physically
valid motion, this point should be on or within the
support polygon.

Ren et al. [38] present a tool to evaluate the nat-
uralness of animations using a set of statistical mod-
els based on natural example data. However, their
test set of unnatural motions only contains motion
transitions based on a joint-angle metric. Reitsma

et al. [39] present quality metrics to evaluate the
(global) quality of motion graphs. Two of these qual-
ity metrics represent the coverage of the environment
and to what extent the resulting path is close to the
shortest path. These metrics are approximated by
embedding the entire motion graph in a 4D grid. This
scheme resembles our path deviation criterion, but it
is limited to a fixed environment (i.e. an environ-
ment that is fully known beforehand). We also look
at foot skating and we perform a qualitative analysis
of blends that can benefit any environment.

2.3 Combination of path planning and
animation

Some research has been conducted on combining path
planning and character animation. Choi et al. [40]
create a map of footprints based on a probabilis-
tic roadmap. They search this roadmap to find a
collision-free path after which displacement mapping
is used to adjust the motions to fit the target foot-
prints. Sung et al. [41] also plan a path by using a
probabilistic roadmap technique and generate a mo-
tion (by using a motion graph variant) which approxi-
mately follows the path. This motion is then adjusted
to follow the path more accurately. Lau and Kuffner
[42] precompute paths and motion clips based on
a motion database and search over this graph-like
structure for navigation and synthesis. This method
implicitly uses the animation data to define the nav-
igation space. Efforts have been made to speed up
the search process by precomputing the possible po-
sitions that are reachable for the character by using
a motion graph [43]. Srinivasan et al. [44] present
a conceptually similar work. In Pettré et al. [45, 46]
the path planning and animation techniques are sepa-
rated which means another path planner can be used
to achieve similar results. They use a PRM to com-
pute the path and interpolate motion clips to gener-
ate the character animation. Circular arcs are used
to represent the root trajectory. Kamphuis et al. [47]
also separate the path planner from the animation
system. They assume the existence of a collision-free
path. Then the animation technique based on the
work of Pettré et al. [45] is used to generate an anima-
tion along the path. However, specific cyclic motion
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clips, such as walk cycles, are required to generate
natural looking motions. Safonova and Hodgins [48]
use a large parametric motion graph to follow a user-
based (or automatically determined) sketch of path.
This technique provides greater accuracy because it
allows for interpolating two paths (or: motions) in
the motion graph and employing a global search over
this enhanced graph. Some aspects of this technique
(blend in corresponding contact phases, globally min-
imizing energy) might reduce the loss of oscillation,
but it might not totally solve the problem. This is a
computationally expensive offline technique that ide-
ally is applied in a fixed environment.

There are also techniques that do not decouple the
path planning and animation. Treuille et al. [49] con-
catenate animations of individual walk cycles. The
next cycle is selected such that it safely moves the
character to the goal and yields a good transition
from the previous step. They train their controller us-
ing reinforcement learning. Unfortunately, although
their technique is very fast, no guarantees can be
made over the global optimality of the path that the
character follows.

Attempts have been made to plan whole-body
movement from scratch using techniques from
robotics. For humanoid robots, the motion does not
need to be natural [50], but for computer animation
of virtual humans this is a requirement. Zhang [51]
present such a technique for static manipulation tasks
in highly constrained environments. A sampling-
based planner is used to generate an initial motion
after which motion capture data is used to improve
the naturalness of the motion. Unfortunately, gen-
erating natural locomotion from scratch is not yet
feasible using these kinds of approaches.

3 Motion Synthesis

Motion synthesizers typically concatenate clips of
motion. For our experiments, we will use the stan-
dard motion graph as described by Kovar et al. [2].

A motion graph is a directed graph whose edges
correspond to clips of motion. We can create a triv-
ial motion graph where the original motions are sin-
gle edges. To seamlessly blend from one motion M1

to another motion M2 (or: to add an edge between
the corresponding edges) a distance metric is required
to determine the good transition points. To incorpo-
rate dynamic properties of the motion, these distance
metrics are often applied on a window of frames.

Because a motion is fundamentally the same when
rotated about the vertical axis and translated in the
plane, the motions in the database need to be aligned.
We use the closed-form alignment function described
in [2]. The distance metric then determines the dis-
tance between all pairs of frames in the database,
resulting in a distance matrix. Examples of these
distance matrices for each of the three distance met-
rics are shown in Figure 2. Only local minima in
this matrix are considered as transitions. Finally,
the graph is pruned by using the largest strongly con-
nected component, which avoids dead-ends.

On-line path synthesis is performed by an incre-
mental branch-and-bound algorithm. While the tra-
versed distance of the motion is smaller than the
length of the path, a branch-and-bound algorithm is
employed, checking the search space n frames around
the current node looking for the path that follows the
path best. When an edge sequence of n frames is
determined, the first m frames are selected and the
node at frame m is picked as the new starting point
for another search. For a more elaborate explana-
tion on the motion graph and the branch-and-bound
search algorithm, we refer the reader to the original
article [2].

We would like to stress that motion concatena-
tion algorithms consist of more components than just
the distance metric. Several choices for parameters
have to be made, as already indicated by Lamouret
et al. [52]. For example, one needs to choose which
motions should be in the database as well as the du-
ration of a transition [53]. In this paper, we only
focus on the distance metric. The settings for all the
other relevant parameters are motivated in the sec-
tions describing the experimental setups.

4 Quality Measures

We will use several quality measures to quantify the
results of the techniques we propose. These measures

6



will be described in this section.

4.1 Foot skating

To measure foot skating, one needs to determine
when the foot is planted. Simply checking the height
of the foot with respect to the ground is insufficient.
Motion capture data always contains some noise and
artifacts due to targeting. When swinging the foot
forwards when walking, the foot may come very close
to (or even hit or penetrate) the ground [54]. Some
techniques also incorporate the velocity of the foot,
which is small during a foot plant. However, foot
skating can introduce a large velocity so these meth-
ods will not detect all foot plants. Also, more ad-
vanced techniques exist, such as machine learning
classifiers [54]. To avoid the issues that occur when
using a height-based or velocity-based detector, we
use a foot plant detection algorithm based on both
height and time. First, the height-based test delivers
us a set of foot plants. In addition to the height-test,
we only accept foot plants if the foot plant occurs in
a group of adjacent frames. We observed that this
method works well in the case of walking animations.
After determining the foot plants, the foot skating
per frame is determined by calculating the sum of
the distance between the ankle, subtalar and toe at
that frame and the previous frame for both legs. The
total foot skating is then defined as the sum of the
foot skating over all frames.

4.2 Path deviation

The resulting path of the animation P ′ is the pro-
jection of the root on the plane. We reparameterize
the paths on traversed distance d and integrate the
squared planar distance of the actual animation tra-
jectory P ′ with length l and the desired path Pplan.
So, for an animation M the path deviation edev(M)
is defined as:

edev(M) =

∫ l

d=0

‖P ′(d)− Pplan(d)‖2 .

4.3 Wave measures

It is known that the pelvis oscillates during walk-
ing [55]. This oscillation of the pelvis can be con-
sidered as a wave. Such a wave has a certain wave-
length and amplitude. Note that the phase is not a
good quality measure, for it depends on the foot that
the animation starts with, which is dependent on the
starting node in the motion graph.

The goal of our proposed solution is that the pelvis
in the generated motions oscillates the same way as
in the recorded motions. Therefore these techniques
should yield motions with similar wavelength and
amplitude. In contrast, the standard motion graph
branch-and-bound algorithm implicitly tries to min-
imize the oscillation and thus should have a different
outcome of wavelength and amplitude. We will de-
termine the average wavelength and amplitude of the
curvature function κ of the pelvis trajectory. It is
straightforward to determine the average wavelength
and amplitude of the wiggle of κ. Let E be the set
of local extrema of the curvature function κ(t). Then
the wavelength w of two successive points ei, ei+1 ∈ E
is determined as two times the distance between
those points w(ei, ei+1) = 2d(ei, ei+1). Then the av-
erage of all measured wavelengths is calculated by
µwave = 1

n−1
∑n−1
i=1 w(ei, ei+1) where n is the num-

ber of extrema in E. The amplitude of the wiggle
is calculated in a similar way. First, the amplitude
of a local extrema ei is defined as amp(ei) = |κ(ei)|.
Then the average of all amplitudes is calculated by
µamp = 1

n

∑n
i=1 amp(ei).

Ideally, one would expect that the wavelength and
amplitude of the pelvis in a generated motion should
have an equal variance as in original motion. There-
fore we will also measure the standard deviation
σwave and σamp of the wavelength and amplitude. In
Table 1 we show the wave and footskate measure-
ments of the recorded motions corresponding to a
straight path, low curvature path and high curvature
path. Using these measured values, we can compare
generated motions with real motions.
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4.4 Online running time

The online running time is measured as the time
needed by the branch-and-bound algorithm. Build-
ing up the graph is not taken into account, since
this can be done during pre-processing. The run-
ning time of the branch-and-bound algorithm is an
especially important measure for interactive applica-
tions, where motion needs to be generated on-the-fly.
Running times are on a Pentium Intel DualCore 2.4
GHz with 1 GB of RAM.

5 Choosing Posture Distance
Metrics

In this section we will describe the first problem,
namely selecting the best posture distance metric.
As already said, to minimize the visual artifacts
that can be introduced by blending two clips, tran-
sitions should only be added between frames that
resemble each other. Therefore, a distance metric
is required that quantifies the resemblance between
frames/poses. Many different metrics exist, and the
behavior and properties of a particular metric have
a big influence on where transitions are added, and
thus also on the quality of resulting motions. How-
ever, little is known about how the use of a given
distance metric influences a motion synthesizer when
generating locomotion along a path. In this section,
we will analyze the effect of using a distance metric in
a motion graph both quantitatively and qualitatively.
The quantitative analysis is in terms of foot skating,
path deviation and online running time. The quali-
tative analysis is done by a user study, where users
rate the quality of blends corresponding to different
distance error values.

5.1 Posture distance metrics

In this section, we will discuss the three metrics that
are evaluated in this paper.

5.1.1 Joint angles

The most basic distance metric is based on calcu-
lating the difference between joint angle values and

optionally, a number of derivatives such as velocity
and acceleration. Several researchers have used this
metric or a variation on it. For example, Arikan et
al. [21] compare animations by evaluating the joint
position, joint velocity, torso velocity and torso ac-
celeration. For a given frame/pose i, let us define
pi ∈ R3 as the global (root) position and qi,k ∈ S3

as the unit quaternion describing the orientation of a
joint k ∈ the joint set J. We will evaluate the metric
by Lee et al. [20]. The distance between a frame a
and a frame b is defined as follows:

d(a, b) + νd(ȧ, ḃ),

where d(a, b) describes the weighted differences of
joint angles and global position, and the second term
d(ȧ, ḃ) represents the weighted (Euclidean) differ-
ences of the joint velocities. The constant ν defines
the influence of velocity on the total distance. The
joint angle differences are calculated as follows:

d(a, b) = ‖pa − pb‖2 +
∑
k∈J

wk

∥∥∥log(q−1b,kqa,k)
∥∥∥2 .

The first term describes the squared difference be-
tween the global (root) positions of frame a and b.
The second term describes the weighted sum of the
orientation differences. Note that because of the Eu-
clidean summing operation, the orientations need to
be written in a suitable format, in this case the ex-
ponential map [56].

5.1.2 Geometrical

The distance metric that was used in the original
motion graph paper by Kovar et al. [2] was based
on point clouds. For each frame, a point cloud is
constructed, which, ideally, is a simplification of the
character’s mesh. To account for velocity and accel-
eration differences, the authors compare a window of
frames. The final distance is the minimal weighted
sum of the squared distances between point clouds
given an arbitrary rotation about the vertical (y) axis
and translation on the (x, z) plane:

d(a, b) = min
θ,x0,z0

∑
i

wi(ai − Tθ,x0,z0bi)
2,
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where a and b are the two point clouds, and the linear
transformation Tθ,x0,z0 rotates a point around the y-
axis by θ degrees and then translates it by (x0, z0).
The index i is over the number of points in the point
cloud. This optimization has a closed form solution,
for which we refer the reader to [2].

5.1.3 Principal components

Several authors have proposed to use principal com-
ponents as a representation of posture [30, 31]. A
principal component analysis (PCA) is performed on
the rotations of the skeleton joints. Postures can
then be compared in principal component space. The
advantage of this approach is that dependencies be-
tween joints are taken into account in the distance
metric. Since PCA is ideally applied to linear spaces,
the rotations are expressed in the exponential map
representation. Suppose that the frames are rep-
resented by an N -dimensional vector of Principal
component (PC) values. The distance between two
frames a and b is then defined as the weighted Eu-
clidean distance between the two vectors (wi is the
weight of variable i):

d(a, b) =

√√√√ N∑
i=0

wi(ai − bi)2.

Forbes et al. [31] have shown that not the entire set
of PC values need to be used for calculating this dis-
tance, but only the most important ones. By using
a reduced number of PCs, a more efficient distance
calculation can be achieved, although the conversion
from and to the exponential map is still required.

5.2 Experimental setup

We evaluate the three different distance metrics dis-
cussed in the previous section on a qualitative and a
quantitative level. In the following sections, we will
discuss these evaluations in more detail.

5.2.1 Choosing weights

One of the major difficulties of configuring a distance
metric is the assignment of weights to joints or body

parts. Larger weights will result in a larger influence
of these parts on the distance value. In this section we
will describe the weight configuration of the metrics.
The weights for the three metrics described in this
section hold for all frames in the window.

For the joint-angle distance metric, we use the
weight set determined by Wang et al. [35] instead
of the manually determined weights proposed in the
original work [20]. Furthermore, we do not take into
account the difference in absolute root position (the
first term in the distance function), because this is
only useful in fixed environments. Second, consider-
ing the fact that we only use forward walking mo-
tions, we set the weight ν for the joint velocity very
low (0.0001). The joint velocity serves primarily to
distinguish between forward and backward motions
[20], yet we consider only forward walking motions
with roughly the same velocity in our database.

For the point-cloud metric, we mimic the approach
of Matsunaga et al. [34] by assigning a higher weight
to joints which displace a lot of mass and which are
in contact with the environment. Because we mainly
deal with locomotion animation, the feet are the only
body parts that are in contact with the environ-
ment. Since they also carry almost all body mass,
our weight scheme assigns a high weight to the feet,
and this weight decreases when going up the artic-
ulated body (until the root). The hips, knees, an-
kles, subtalars and feet have a weight of respectively
0.6, 0.7, 0.8, 0.9, 1.0. The other joints have a weight
of 0.5. Note that it is not possible to have an exact
equal weight set for the joint-angle and point-cloud
metric because both metrics work on another posture
representation. Therefore there exists no one-on-one
mapping between weights.

Finally, the PC weights are defined as the values
of the Eigen vector of the PC matrix [30], since these
values correspond to the occurrence in the data of
each PC value. We use all principal components, al-
though it is also possible to use less [31].

For both experiments, we have evaluated the dis-
tance metrics over a window of 10 frames.
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5.2.2 Quantitative evaluation

We evaluate the three metrics using three quality
measures: foot skating, path deviation and on-line
graph search time. For each distance metric, we will
generate a number of different motion graphs. Each
motion graph is evaluated using a long test path (33
meters). This path is a “zigzag” and requires both
straight locomotion and curved locomotion. Espe-
cially in the case of locomotion, the curvature of the
path greatly influences how the outcoming motion is
constructed.

We evaluate the graphs of 4 different complexities.
We define this motion graph complexity as a triple
(N,E,K) consisting of the number of nodes, edges
and keyframes that comprise the graph. These num-
bers are listed in Table 2. The three different metrics
result in graphs with a different node-edge-frame ra-
tio. We have tried to match the graph complexities as
closely as possible. After creating these graphs, the
branch-and-bound algorithm described above gener-
ates the animations according to the path. The start-
ing node in the graph is randomized. For the search
algorithm, we set n to 80 and m to 25, as proposed
in the original paper. Recall that n is the number of
frames we look ahead and m is the number of frames
we select from the n frames to add to the animation.
Initially, we align the animation with the first seg-
ment of the test path, so that the character does not
need to turn around before being able to follow the
path. All quantitative measures are measured over
20 executions of the branch-and-bound algorithm for
each path. No motion editing or correction is done
after generating the animations with the branch-and-
bound algorithm.

To evaluate the metrics, we use a database that
contains 5 animations of locomotion containing in
total 832 frames. Each animation is a clip of loco-
motion with a specific curvature (straight ahead, left
and right curves, and tight left and right curves). Al-
though this is a fairly small database, the content is
sufficient for the paths we use as query.

5.2.3 Qualitative evaluation

We perform an on-line user study (251 participants)
to evaluate the quality of blends occurring between
different motions. The goal of this study is to gain
insight in the meaning of a given distance value. By
having a better view on what a certain distance value
means, one can more easily set correct parameters in
a motion synthesizer. The participants are visitors of
graphics and game-related Internet forums [57, 58].
In the user study, we present the users 40 clips of
locomotion of approximately 5 seconds out of a pool
of 50 motions. The pool of motions consisted of 45
blends of the motions described above corresponding
to different distance values from all three distance
metrics. Next to these 45 blends, the pool contained
5 original motions of 5 seconds to obtain a ground
truth. These clips are presented in random order.

The blends occur at random moments (between
1 and 4 seconds) in the shown animations. As al-
ready mentioned, all blends are over 10 frames, us-
ing SLERP for the rotation and linear interpolation
for the root translation. No motion editing has been
done on the resulting animations. We use the same
geometric model for all clips, because the geometric
model influences the perception of the viewer [59].
The subjects are asked to grade the motion realism
of the clips on a scale of 1 to 10. Our hypothesis is
that there should be a strict inverse proportional re-
lationship between the distance and the grade of the
subject.

The thresholds we select for the pool are the upper
limit of the first 0.5%, 1.0%, 2.0%, 8.0%, 32.0% of
the distances of the frames in the database. We have
not opted for a uniform selection of the transitions
between a distance of 0 and the maximum distance,
because this would result in mostly blends with high
distances, which are not interesting for our study. We
want to focus primarily on the lower distances, where
the distinction between blend and original motion be-
comes less obvious. An additional advantage of our
proposed selection scheme is that it applies to all met-
rics. Note that a presented movie is a sample for all
three metrics, for we can determine the distance be-
tween the two blended frames. A screenshot of the
on-line questionnaire can be seen in Figure 3.
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5.3 Results

In this section we will present the results from the
quantitative and qualitative evaluations of the dis-
tance metrics.

5.3.1 Path deviation

The resulting animations of the quantitative analy-
sis were 35 to 40 seconds long. As was expected,
the coarsest graphs (complexity I) result in anima-
tions with a high path deviation. We see that the
path deviation of the graph constructed using the
point-cloud metric is higher than the graph con-
structed using the joint-angle metric (see Table 3).
The main reason for this difference is that the point-
cloud metric is geometry-based. A point cloud built
over a curved locomotion differs from one built over
a straight locomotion. This is primarily due to the
fact that the point cloud is built over a window of
frames. This problem also occurs when we require
a blend to an animation consisting of locomotion at
a much higher velocity, where the point cloud gen-
erated for the faster animation will be much more
stretched out. Decreasing the window size will not
resolve this issue. When looking at the difference
of a single posture from a straight locomotion and
a single posture of a curved locomotion, it appears
that the upper body is slightly twisted. In case of a
joint-angle based metric, this will affect the angles of
a small number of joints. In case of the point-cloud
metric, it will affect a large set of points, mostly in
the upper body. The result of this difference is that
the point-cloud metric results in a graph with more
self-blends: blends going from and to the same ani-
mation. The point-cloud metric prefers blends from
and to animations of locomotion with the same cur-
vature, resulting in generated animations that show
more path deviation.

The path deviation from the PCA-based graph is
also often higher than the joint-angle based graph.
Like the point-cloud metric, the graphs generated
with the PCA metric contain more self-blends. This
is because the weight set of the joints in the PCA
metric is different from the weight set of the joint-
angle metric. Many weights in the weight scheme

of [35] are set to zero, whereas they can be non-zero
in case of the PCA. We evaluated the influence of the
joints in the PCA metric by multiplying the trans-
posed (absolute) PCA matrix (consisting of Eigen-
vectors) with the Eigenvalues. After normalizing the
weights such that the sum of the weights equals the
sum of weights determined by [35] it turns out that
some joints greatly influence the PCA metric, such
as the spine joint, whereas they have been assigned
zero weight in Wang’s weights. The PCA metric,
however, assigns a high influence to the shoulder and
elbow joints, similar to Wang’s weight set.

In conclusion, when low path deviation is an impor-
tant concern in an animation system, the joint-angle
metric seems to be the best choice.

5.3.2 Foot skating

We measured the foot skating of the results of the 4
graphs per metric. The results are shown in Table 4.
The point-cloud based graph results in the least foot
skating, followed by the PCA-based graph. This is
clearly an advantage of a metric in the geometrical
domain. The fact that the PCA metric performs bet-
ter than the joint-angle metric might again be due to
the fact that the PCA assigns tighter weights than
the joint-angle metric.

The number of edges in a graph is limited by the
local minima in the distance matrix. Our observation
is that the joint-angle metric introduces a lot less lo-
cal minima. Hence, to generate a large graph, more
local minima need to be added to be able to gener-
ate enough edges. This can be done by decreasing
the window size, since the window acts as a low-pass
filter on the distance matrix. However, reducing the
window size might result in more foot skating. In con-
clusion, if low foot skating is crucial, the point-cloud
metric performs best.

5.3.3 Running time

We also looked at the running time of the branch-
and-bound algorithm for each distance metric. The
branch-and-bound algorithm runs much slower on the
point-cloud generated graph than the graphs gener-
ated by the other two metrics. Table 5 shows that
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the joint-angle metric is often faster than the other
two metrics.

We have found a few possible explanations for
the slowdown of the point cloud-cloud metric. The
point-cloud metric results in a graph that contains
highly connected subgraphs where the search algo-
rithm mostly resides. We have observed a correspon-
dence between the average out-degree of the encoun-
tered nodes in the search algorithm and the run-
ning time. The average out-degree of the encoun-
tered nodes in the search algorithm on the point-
cloud based graph is higher than the average out-
degree of the nodes encountered in graphs generated
by the other two metrics.

Also, the occurrence of small local cycles can in-
crease the time needed for a search. The search space
can grow rapidly if the search returns to the start-
ing node early in the process. For the graphs gen-
erated by the PCA and point-cloud metric, the av-
erage length of the shortest path from each node to
itself (excluding the empty path) is around 8-9 edges,
whereas it is around 10-11 for the graph based on the
joint-angle metric.

Another observation was that most transitions are
cluttered at certain pieces of motions in case of
the PCA and point-cloud. For example, for all in-
terblends (blends between different animations and
hence, different curvature) in the point-cloud based
graph, only 4% was transitioning to animation 5
(tight left curve). For the interblends of the PCA
based graph 13% was transitioning to animation 5
and for the interblends of the joint-angle based graph
19% were transitioning to animation 5. We also ob-
served this clutter of transitions in the distance ma-
trices (of which examples are shown in Figure 2)
where they correspond to local minima. For com-
pleteness, the branching factor of the branch-and-
bound algorithm did not differ much between the
graphs generated by the three metrics.

5.3.4 User study

In this section, we will discuss the results of our user
study. Surprisingly, we did not find a strictly inverse
proportional relationship between the distance metric
and the grade of the subject. There appears to be a

plateau for all three metrics at the smaller distances,
as can be seen in Figures 4 to 6. The red lines (indi-
cating a grading of 7.65) represent the ground truth.
Note that it is not possible to plot all relations in a
single graph, for there is no 1-on-1 mapping between
the distance metrics.

We have performed a post-hoc analysis (Tukey,
p = 0.05) on the results to determine the sequen-
tial significance between the distances. For the point
cloud metric, the only significant decrease is found
from the thresholds 2018 to 3105. Indicating that
the perceptual plateau ends somewhere in that bin.
These two thresholds correspond to motion graphs
with complexities (N = 701, E = 2923,K = 22980)
to (N = 715, E = 3208,K = 25704) where N , E and
K are the number of nodes, edges and keyframes,
respectively

For the PCA metric, the first two significant de-
creases of grading is found from 0.650 to 0.842 and
0.842 to 1.117, indicating bin 5 to 6 and 6 to 7. The
perceptual plateau ends somewhere between 0.65 and
0.842. These two thresholds correspond to motion
graphs with complexities (N = 606, E = 1544,K =
10118) to (N = 663, E = 1852,K = 12645). As for
the joint angle metric, the first significant decreases
of grading is found from 1.402 to 2.2395 and 2.2395 to
2.994, indicating bin 5 to 6 and 6 to 7. The perceptual
plateau ends somewhere between 1.402 and 2.2395.
These two thresholds correspond to motion graphs
with complexities (N = 528, E = 1053,K = 5961) to
(N = 606, E = 1341,K = 8094).

The plateau implies that in some cases more com-
plex graphs can be constructed with a higher thresh-
old, without sacrificing blend quality, as long as the
selected threshold is on the plateau.

None of the grades, given for the metrics, ap-
proached the grade given for the ground truth anima-
tions. Ideally, humans should not be able to distin-
guish between computer-generated animations and
motion captured animations. An animation Turing
test has already been proposed by [60]. Our work
contains such a Turing test: the computer-generated
blends for the smallest distances did not get a grade
as high as the one given for the ground truth. Thus,
the blends generated by all metrics with our selected
thresholds and weights did not pass the Turing test.
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6 Preventing Unnatural Pelvis
Oscillation

As already shown by the previous problem, a gen-
erated animation can not always be guaranteed to
exactly follow a planned path. Errors may occur due
to curvature limits in the motion database. If a path
planner generates a path with a high curvature that
is not present in the motion database, the character
might not exactly follow the path. A possible solu-
tion for this type of problem is to apply a path editing
technique [61]. However, this assumes that we know
what a path actually represents: the path Pplan gen-
erated by a path planning algorithm is a parametric
curve that represents a simplification of the path the
character needs to follow. Generally it is not clear
which (body) part of the character should follow this
path. In many systems the path is interpreted as the
desired trajectory of the projection of the pelvis on
the plane. However, when one takes a closer look at
the trajectory of the pelvis during locomotion it ap-
pears that the pelvis oscillates during such a motion.
Early experiments in biomechanics already showed
that the center of mass oscillates both horizontally
and vertically during locomotion [55]. When the mo-
tion synthesizer forces the pelvis to closely follow the
desired path one loses this natural oscillation or wig-
gle, resulting in an unnatural motion. Not enforcing
the path constraint will lead to path deviation, but
over-enforcing the path constraint leads to unnatural
motion.

In this section, we propose a solution to this prob-
lem by using a path abstraction. We will show that
using an abstract path Pabstract instead of the tra-
ditional pelvis trajectory will lead to more natural
motions while still being able to enforce path con-
straints. We propose several ways of obtaining an
abstract path from an existing animation and we will
compare their advantages and limitations. Path ab-
stractions can easily be incorporated in motion syn-
thesizers. Because it can be done in the preprocessing
phase, it will not affect the performance of the motion
synthesizer.

We can approach this problem from two sides. We
could incorporate the pelvis oscillation in the paths

of a path planner, but this has some major draw-
backs. The oscillation is highly dependent on the
character and we would need to know in which phase
of the locomotion cycle we want to begin. For exam-
ple, we would need to know which foot we will swing
first. Therefore we do not change the path but we
change the representation of the character motions
in the database. We do not try to force the pelvis to
follow the presented path, but an abstraction of the
character motion.

The motion graph search algorithm is the only
component of the path planning and animation sys-
tem that needs to be changed, not the motions,
motion graphs or paths. Again, we use the stan-
dard search algorithm for motion graphs [2]. While
the traversed distance of the motion is smaller than
the length of the path, this branch-and-bound algo-
rithm is employed, checking the search space n frames
around the current node looking for the motion clip
that follows the path Pplan best. To find the motion
clip that follows the path best often the projected tra-
jectory of the pelvis on the plane is compared to the
query path Pplan. This results in losing the natural
oscillation of the pelvis as explained in the previous
sections. In our method, when selecting a new mo-
tion clip from the graph, we compare the the query
path Pplan with a path abstraction Pabstract instead
of the pelvis trajectory.

6.1 Path abstraction techniques

In this section we will present the 4 path abstraction
techniques. Although most of them act as a low-pass
filter, the resulting path abstraction does not need to
be the same. We will denote Pwiggle as the original
oscillating pelvis trajectory projected on the ground
plane, Pabstract is the trajectory of the path abstrac-
tion. Note that all path abstraction techniques basi-
cally remove the local pelvis oscillation. We will show
in Section 6.3 that applying these path abstraction
techniques on the database, as described in the pre-
vious section, will result in animations that exhibit a
natural pelvis oscillation in terms of amplitude and
wavelength (See Section 4.3).
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6.1.1 Joint Combination (JC)

When examining recorded motion, it appears that
there is no joint without oscillation. We cannot
choose a particular joint as indication of the char-
acter’s global motion, although the combination of
several joints might be interesting. While the trunk
is a good indication of the character’s direction [62],
the position of the trunk still suffers from an oscil-
lation. Fortunately, some joints appear to follow a
path that resembles the mirrored version of the pelvis
path. These are the feet, ankles and knees. We will
determine Pabstract by interpolating the trajectories
of these joints.

6.1.2 Joint Orientation Extrema (JOE)

We have observed that the global path roughly fol-
lows the midpoints of two consecutive local extrema
of the pelvis trajectory. Since extrema are easily de-
termined in monotone functions we will transform the
non-monotone path such that it is x-monotone. We
can then determine extrema by finding zero-crossings
of the first derivative. Pabstract is then determined by
connecting the midpoints of the segments between
consecutive extrema.

6.1.3 Gaussian Smoothing (GS)

The third path abstraction method is Gaussian
smoothing. It is suitable for smoothing arbitrary
curves and is used in image processing to filter out
high frequency distortions. The wiggle of the pelvis
can be viewed as such a distortion of the global path
of the character. An approximation of Pabstract is ob-
tained by applying Gaussian smoothing to the path
of the pelvis. The pelvis trajectory Pwiggle is rep-
resented by two parametric functions x(t) and y(t)
where t indicates the path length. These are both
convolved with a one-dimensional Gaussian kernel
Gσ(t) of standard deviation σ.

Gσ(t) =
1

σ
√

2π
e

−t2

2σ2 .

X(t) is defined as the convolution of x(t) with
Gaussian kernel Gσ(t) for some value of σ: X(t) =
Gσ(t)⊗ x(t). Y (t) is defined similarly.

Differentiation commutes with convolution, so
X(t)′ = G′σ(t)⊗x(t), andX(t)′′ = G′′σ(t)⊗x(t), where
G′σ(t) and G′′σ(t) are the first and second order deriva-
tives of the Gaussian kernel. X(t) and Y (t) represent
a smoothed version of Pwiggle with a smoothing factor
of σ. X(t) and Y (t) can be used as an approximation
for Pabstract.

A problem with any averaging filter is that the
resulting path is shrunk towards the center of its
supporting circle. Each point is filtered by using
its neighbors that in both directions curve towards
the center of the supporting circle. A solution to
this problem was provided by Lowe [63]. He states
that the shrinkage is dependent on the amount of
smoothing and the local curvature. We can use the
known value of σ and the measured curvature of
the smoothed curve to compensate for the degree of
shrinkage that must have occurred. Since we do not
actually know the value of the original curve radius r,
we need to use the second derivative of the smoothed
curve X. Given σ and the measured curvature of
the smoothed path the shrinkage ∆x at a point t is
defined as

∆x(t) = r(1− e
−σ2

2r2 ),

where r is numerically determined using the second
derivative of the smoothed function:

X ′′(t) =
e

−σ2

2r2

r
.

A lookup table is constructed that maps the second
derivative of convolution X ′′(t) on the shrinkage er-
ror value ∆x. Intermediate values are linearly inter-
polated. For each point on the path the appropri-
ate error value is looked up and subtracted from the
smoothed coordinate value. Several solutions exist
to convolve the Gaussian kernel when it extends be-
yond the end of the path. We will use the method of
Rosin [64] where the path is extended by 3σ at both
ends by duplicating and reflecting the path. See Fig-
ure 7 for Gaussian filtering on the pelvis oscillation.
We use a σ of 0.75 meter, corresponding to one step
cycle.
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6.1.4 B-Spline (BS)

For the last path abstraction method, we follow the
idea of Gleicher [61]. He uses a uniform cubic B-
Spline with 6 knots located at uniform intervals in
the trajectory of the pelvis. It can be interesting to
see how well this method performs in comparison to
the already proposed methods. Given a set of con-
trol points P , for each segment i we determine the
trajectory of Pabstract using:

Pi(t) = [t3 t2 t1]
1

6


−1 3 −3 1
3 −6 3 0
−3 0 3 0
1 4 1 0




pi−1
pi

pi+1

pi+2


for t ∈ [0, 1].

6.2 Experimental setup

To evaluate the result of each path abstraction tech-
nique we compare the generated animations with real
recorded motions. We have motion-captured a hu-
man walking along three paths: a straight path, a low
curvature path and a high curvature path. We manu-
ally extracted the test paths and used them as input
to the motion graphs. This allows us to compare the
generated animations with the original recorded mo-
tions. We will generate motions using the 5 different
path abstraction techniques (including the standard
pelvis-based method). Note that we do not change
the motions in the database, but we change the rep-
resentation. In the branch-and-bound algorithm we
do not compare the pelvis trajectory to the query
path, but to the path abstractions. In total we have
5 different versions of the search algorithm, each cor-
responding to a different path abstraction technique.
Since the transition threshold of the motion graph
greatly influences the quality of the resulting anima-
tion, we will use 7 different threshold values. We
will use a common joint-angle based distance met-
ric [65]. For each threshold a different motion graph
is constructed. The properties of the graphs for the 7
thresholds are described in Table 6. These thresholds
vary from a really small graph, which barely allows
for following a path at all, to a large graph which is

able to strongly enforce the pelvis to follow the path.
For all thresholds each technique will generate 40 an-
imations per test path. We build up a motion graph
using 5 recorded walking motions of varying curva-
ture (done by the same human as the test paths).
The total number of frames was 683.

As said, we will use 7 different transition thresh-
olds, ranging from 0.5 to 3.5. Each threshold will lead
to a different motion graph. The higher the threshold
the more transitions are allowed and the denser the
resulting motion graph will be. In Table 6 the num-
ber of edges, nodes and frames per graph are shown.

6.3 Results

In this section we will discuss the results of the tech-
niques separately for each quality measure. To an-
alyze the techniques statistically, we employ 3 re-
peated measures ANOVA, one for each quality mea-
sure. Whenever significant effects have been found,
post-hoc analysis (Tukey, p = 0.05) was performed
for pair-wise comparison. For some examples of re-
sulting motions of the path abstraction techniques,
we refer the reader to the accompanying demo video.

6.3.1 Foot skating

We found an effect of technique on foot skating
(F (4, 156) = 367.40, p < 0, 001). The foot skating for
each method and technique over all paths is depicted
in Figure 8. On the horizontal axis the 7 thresholds
used during the graph creation ranging from 0.5 to
3.5 are shown. Pairwise comparison showed that the
standard method generates significantly more foot
skating (over all paths and thresholds) than all other
techniques (all p < 0.001) and the GS method gen-
erates significantly less (all p < 0.01). We have ob-
served that for the high curvature path, the foot skat-
ing of all techniques is lower than the foot skating of
recorded motion. This is mainly because the mo-
tion graph is not able to generate animations with
such a high curvature. It is known that there are not
many transitions in the graph going to animations
with such a high curvature [65].
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6.3.2 Amplitude

We found an effect of technique on the absolute
difference of the amplitude of the resulting anima-
tions and the original recordings (F (4, 156) = 630.32,
p < 0, 001). The amplitude difference for each tech-
nique over all paths and thresholds is depicted in Fig-
ure 9. It is clear that the path abstraction techniques
are able to preserve the wiggle with a similar ampli-
tude as the recorded motion, as their difference is
significantly smaller (all p < 0.001) (See Figure 10).
Overall, the amplitude differences from the GS and
JC method are significantly smaller than the other
techniques (all p < 0.004). We have observed that for
the standard method the amplitude decreases as the
threshold increases and becomes much smaller than
the amplitude of recorded motions. This typically il-
lustrates the problem of loss of oscillation. For the
high curvature path we have observed that the am-
plitudes of all the path abstraction techniques are at
a similar level as the recorded motion, except for the
threshold of 0.5. This is because the motion graph is
quite small and is unable to correctly follow the path
and often generates straight locomotion, which has a
smaller amplitude than curved locomotion.

Figure 11 typically illustrates the problem of loss of
oscillation. Here we see the decrease of amplitude for
the standard method for the straight path, whereas
the amplitude of the other methods remains intact.

6.3.3 Wavelength

We found an effect of technique on the absolute dif-
ference of the wavelength of the generated anima-
tions and recorded motions (F (4, 156) = 317.35, p <
0.001). Overall, the path abstraction techniques re-
sult in motions whose wavelength is closer to natural
values than the standard method (all p < 0.001), as
is illustrated in Figure 12. For the standard method
the wavelength decreases as the threshold increases
for straight and low curvature paths. In contrast,
the wavelength for the path abstraction techniques
remains stable and close to natural values. For the
high curvature path we see different results: in con-
trast to the straight and low curvature path the path
abstraction techniques do not perform significantly

better.
We observed that the standard deviation of ampli-

tude and wavelength for all path abstractions differs
from the standard deviations of recorded motions.
However, the standard deviation of the wavelength
of the standard method continuously increases as the
threshold increases, whereas for the path abstraction
it remains stable for all thresholds.

7 Conclusion

We investigated two problems that arise when com-
bining path planners and motion synthesizers.

We have performed an evaluation of three different
distance metrics on a quantitative as well as qualita-
tive level. We have shown that each metric has its
advantages and disadvantages. The joint-angle met-
ric results in graphs that generate animations with
the least path deviation. In case of path planning
in highly constrained areas, this is a nice property,
because collisions with obstacles should be avoided.
Second, the search on a graph generated by the joint-
angle metric is the fastest, which is particularly use-
ful in interactive applications. The point-cloud based
graph results in the slowest search, yet in the least
foot skating. Unfortunately, the path deviation is the
highest. The PCA metric results in a faster synthesis
and a lower path deviation compared to the point-
cloud metric. It introduces less foot skating than the
joint-angle metric, yet more path deviation. It is also
slightly slower, but one does not need to set weights.
Following these guidelines, an animator can make a
better choice in selecting the right metric for the an-
imation he wants to create. We have also shown that
in some cases a more complex graph may be con-
structed with a higher threshold, while not sacrificing
blend quality. Especially at lower metric distances,
humans do not significantly grade these blends as be-
ing less natural.

We have also seen that defining what the path of
the character means is very important. Like many
motion synthesizers, the standard version of the mo-
tion graph uses the pelvis trajectory as an approx-
imation of the path of the character. The stan-
dard motion graph method induces significantly more
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foot skating. Also the levels of the amplitude and
wavelength of the oscillation show that the standard
method is not able to preserve the oscillation of the
pelvis. This translates to a far less natural looking
animation for the standard method in comparison to
the path abstraction techniques.

Of the different abstraction techniques, the joint
combination method is the easiest to implement, but
it gives less good results than other path abstraction
techniques. The results could be improved by further
investigating possible joint combinations. The Joint
Extrema method is useful because there are no pa-
rameters that need to be set. However, this method
will only work for motions where a clear oscillation
is present. The B-spline-based method might suffer
from corner cutting. This obviously depends on the
placement of the knots. Overall, we found that the
Gaussian smoothing filter gives the best results for
foot skating and oscillation preservation. In the ac-
companying demo video we show different results for
both the standard method and the Gaussian smooth-
ing technique.

8 Future Work and Challenges

Many parameters influence the resulting behavior of
a metric. The performance of the metrics for foot
skating and path deviation may be affected by choos-
ing other parameter values. Also, some artifacts in
the synthesized animations can be corrected in post-
processing. For example, high path deviation can be
solved in a later stage by using a path editing tech-
nique [61]. Foot skating can also be removed [66] as
a post-processing step. However, adapting motions
may introduce other unnatural artifacts. We plan to
evaluate metrics for other actions than locomotion,
such as fighting, manipulation, dancing and so on.
In these cases other evaluation measures would be
important, such as physical correctness of jumps or
end-effector position. The limitation of our path ab-
straction techniques is that we only consider planar
locomotion. For other types of (loco)motions, the
oscillation will be different or even absent. Most of
the path abstraction techniques we presented might
therefore not work anymore. Also, our database con-

sisted of animations recorded from a single person. It
might be interesting to incorporate humans of vary-
ing gender and height.

Many challenges arise in combining path planning
and animation. First of all, the search space for plan-
ning full body movement through an environment is
very large. Decoupling of path planning and anima-
tion is already a rigorous step in which one ignores
many dependencies between the path planning and
body movement. This decoupling introduces many
problems. As we already have seen, there is no com-
patibility between the path of a path planner and
the motion of a character. What part of the charac-
ter needs to follow the path? Such questions need to
be answered. The determined path can have a big
influence on the required animation. When the path
planner determines a path up a flight of stairs other
animations are needed than when the path remains
planar.

Every animation technique has only a certain space
of motions it can generate. Ideally, a path planner
should take those restrictions into account. For ex-
ample, some path planners are able to cope with dy-
namic obstacles such as other characters. To avoid
dynamic obstacles we need an animation system that
is highly responsive such that the direction of char-
acter animation can be instantly adapted. When an
animation system has a low responsiveness, dynamic
obstacles might not be avoided. A path planner can
also augment a generated path with additional infor-
mation to assist the animation system. For example,
clearance information can be incorporated into the
path. This allows an animation system to select ani-
mations that are collision-free.

Motion parameterization (see Section 2) offers a
higher level of control than motion concatenation.
In highly constrained environments, for example a
narrow passage, the character might need to follow
the path exactly. For a highly situated walk en-
gine, a concatenation of parameterized walk cycles
followed by editing the abstracted pelvis path might
be a promising approach.

Nevertheless, we expect a tighter coupling between
path planners and motion synthesis techniques to
generate natural motions in games and simulations.
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stages locomotion planner for digital actors. In
Proc. of the 2003 Symposium on Computer an-
imation, pages 258–264, Aire-la-Ville, Switzer-
land, Switzerland, 2003. Eurographics Associa-
tion.
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Table 1: The measurements of the recorded motions for the three test paths
Measure Straight Low curv. High curv.

Foot skating (cm) 0.20 0.28 0.39
Amplitude (cm) 3.91 3.55 4.51

Wavelength (cm) 57.83 55.31 49.06
Amplitude dev (cm) 0.55 0.78 1.10

Wavelength dev (cm) 1.33 3.73 6.44

Metric #edges #nodes #frames
Geom I 271 167 1420
Geom II 644 352 3532
Geom III 1013 493 5894
Geom IV 1263 542 7911
Angular I 253 160 1508
Angular II 632 365 3331
Angular III 1017 516 5720
Angular IV 1264 582 7535
PCA I 258 161 1437
PCA II 638 352 3498
PCA III 1024 479 6096
PCA IV 1268 534 8027

Table 2: The complexities of the graphs based on the 3 metrics

Path d. I II III IV
Geom 2034946.2 160938.4 78837.7 67054.7
Angular 1485244.7 82974.5 75676.1 50273.2
PCA 1274669.5 163120.6 82585.6 54404.1

Table 3: The path deviation (in cm2) for the graphs
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Skating I II III IV
Geom 1608.17 1604.40 1829.22 1975.81
Angular 1664.72 1987.65 2482.57 3174.35
PCA 1528.57 1895.00 2088.76 2340.05

Table 4: The foot skating (in cm) for the graphs

Time I II III IV
Geom 2.16 9.94 41.15 125.53
Angular 2.65 3.86 14.91 21.53
PCA 0.58 5.49 41.98 80.86

Table 5: The time (in seconds) needed for the branch-and-bound algorithm

Table 6: The complexities of the graphs for different thresholds
Threshold #nodes #edges #frames

0.5 79 114 653
1.0 295 528 2874
1.5 475 925 5202
2.0 566 1300 8046
2.5 599 1468 9403
3.0 611 1563 10235
3.5 613 1584 10425
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Figure 1: Motion synthesis techniques such as a motion graph can generate locomotion along a smooth
obstacle-free path.

Figure 2: Distance matrices for the point cloud, joint angle and PCA metric. The distance is indicated by
color (high distance = dark, low distance = light).
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Figure 3: A screenshot of the on-line questionnaire.
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Figure 4: The relation between the distance from the PCA metric and the average grade given by the
subjects. Vertical bars denote 0.95 confidence interval.
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Figure 5: The relation between the distance from the joint angle metric and the average grade given by the
subjects. Vertical bars denote 0.95 confidence interval.
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Figure 6: The relation between the distance from the point cloud metric and the average grade given by the
subjects. Vertical bars denote 0.95 confidence interval.
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Figure 7: We can remove the oscillation of the pelvis (black) by applying a Gaussian filter (white).
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Figure 8: The average foot skating for each method and technique over all paths. Vertical bars denote
standard error of mean.
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Figure 9: The overall average amplitude difference for each technique. Vertical bars denote standard error
of mean.

Figure 10: Two resulting pelvis trajectories (red) for the query paths (black). As can be clearly seen, the
Gaussian smoothing path abstraction (below) preserves the natural oscillation of the pelvis whereas the
standard method (top) does not.
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Figure 11: The standard method is not able to preserve the pelvis oscillation. Vertical bars denote standard
error of mean.
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Figure 12: The wavelength difference for each technique over all paths. Vertical bars denote standard error
of mean.
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