ASPIC implementation and theory

The ASPIC inference engine has several parameters.   Many of these will be familiar to argumentation practitioners, but not all. This report seeks to explain the parameters.  A useful explanation of the underlying theory can be found in Caminada and Amgoud’s 2005 AAAI paper.

	Heading
	Option

	Semantics
	Grounded

	
	Preferred Credulous

	Rebutting
	With restricted rebutting

	
	Without restricted rebutting

	Valuation
	Weakest link valuation

	
	Last link valuation

	Transposition
	With transposition

	
	Without transposition


Table 1 inference engine parameters

The engine parameters are listed in Table 1. The inference engine consists of several layers, the bottom most of which concerns argument construction and the topmost of which examines the status of a particular argument, under a particular semantics, given the network of all arguments and their defeat relations.  We shall now attempt to explain the inner workings of the engine from argument construction to status evaluation, starting at the bottom and finishing at the top.   Each parameter is dealt with in a separate section along the way. 

The knowledge domain

Literals in the engine are described with “Prolog-like” predicates.  These predicates can be associated with a real number in the range (0,1] known as “degree of belief” or dob for short.  Rules are also associated with a degree of belief.  This annotation of the facts and rules in a knowledge base allows us to separate strict knowledge from defeasible knowledge where strict knowledge has a dob of 1.0 and defeasible knowledge has a dob less than 1.0.  

Strong negation is implemented through the ~ operator. Within the engine the literal “~~a” equates to “a”, however the surface syntax does not yet support this construction.

Transposition

A rule, “a <- b, c.” has two associated rule transpositions: “~b <- ~a, c.” and “~c <- b, ~a.”. The transposition parameter adds all transpositions for strict rules into the knowledgebase, when they don’t already exist.

Consistency
It is assumed that strict rules and facts are consistent.  This is not enforced by the engine and is left to the knowledge writer.
Developing arguments

Inference engine Arguments have a claim and numeric support (again a real number in the range (0,1]) that is used to resolve attacks (see next section). An atomic argument can be developed from every atomic fact with the fact as the claim and the fact’s dob as the Argument’s support.  Further arguments can be developed through the application of rules.  These tree arguments can be valuated with a choice of strategies: weakest link or last link.

Weakest link valuation

Weakest link valuation assigns the support for the main argument as the minimum support over all of it’s sub-arguments.

Last link valuation

Last link valuation assigns the degree of belief of the highest defeasible rule in the argument tree to the support of the main argument.  If there are multiple highest level defeasible rules at the same level in the tree, then it assigns the support of the argument to be the minimum dob of those rules.

As in the underlying theory, arguments can be separated into strict and defeasible arguments where a strict argument has a support of 1.0 and a defeasible argument does not.

Resolving attacks into defeats

To define the acceptability of an argument we must define the binary defeat relations between all available arguments, and to do that we must define the conflict based attack relation between arguments. A defeat is a successful attack which takes into account the supports of two arguments involved to determine a preference between them.  If two arguments mutually attack each other (the attack is symmetric) then a preference is taken into account to determine which asymmetrically defeats the other. 
In the Caminada and Amgoud 2005 paper, three different types of attack are defined: rebutting, restricted rebutting and undercutting.  The paper defines two properties of an argumentation system, closeness and consistency as minimal rationality postulates that any system should satisfy. Unlike existing formalisms, the ASPIC formalism satisfies these rationality postulates. In order to satisfy those postulates, the paper introduces the notions of restricted rebutting and transposition.  
Rebutting

The inference engine’s syntax supports strong negation through the ~ character.  The literals “~a 0.3.” and “a 0.5.” are both valid and their associated arguments rebut each other.  Similarly, an argument formed from the fact “a.” and the rule “b <- a 0.9.” rebuts (and is rebutted) by an argument formed from the fact “~b 0.4.”.  Strict arguments cannot be rebutted.
Restricted Rebutting

Under restrictive rebutting, an argument whose top rule is strict cannot be rebutted by an argument whose top rule is defeasible.  The theory states that if you wish to use preferred semantics and maintain closeness and consistency of your results then you should also use restricted rebutting and transposition.  Grounded semantics simply needs transposition.
Undercutting

Every rule in the inference engine knowledge base is automatically associated with a fact – it’s name.  The name forms a “hidden premise” for the rule.  A knowledge engineer can explicitly provide that name when the rule is written and then undercut the rule by writing a fact or rule whose head is the contradiction of that name.  If argument A undercuts B, then A claims that some rule in B is not applicable.

Defeat

Rebutting and the Undercutting are two forms of attack, however defeat is resolved through comparing the supports for the attacking arguments.  Thus two arguments A1: a 0.9. and A2: ~a 0.7. mutually rebut each other (under normal rebutting) but A1 defeats A2 because it’s claim has higher support.  If A2’s support were 0.9 then both arguments would simultaneously defeat each other.   An undercut attack is defined between an argument that contradicts the hidden rule name premise of a rule.  Thus the defeat is resolved between the support for the hidden premise and the contradicting argument.

Reasoning over the acceptability of arguments

The final stage of argumentation is defining the acceptability of a given argument, over a network of arguments and defeat relations, under a particular semantics.  The engine supports two semantics: grounded and the preferred credulous.  Argument game algorithms for assessing the acceptability of a particular argument are described in pages 41 to 44 of ASPIC deliverable D2.1.
Grounded reasoning

Grounded semantics is the more restrictive of the two semantics.  Thus if you have two mutually defeating arguments then neither will be acceptable.

Preferred credulous reasoning

Preferred credulous semantics is the less restrictive of the two semantics.  If you have two mutually defeating arguments then both will be acceptable.
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